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Abstract

Diffusion transformers have achieved remarkable progress
in high-quality image and video generation, but their high
computational overhead remains a significant issue. Ex-
isting token reduction-based acceleration techniques, such
as caching and merging, attempt to reduce this cost from
both temporal and spatial perspectives but often compro-
mise generation quality by introducing non-updated or non-
self denoising directions. In this paper, we propose Residual
Caching (ResCa), a novel, training-free framework that in-
troduces a proxy denoising perspective to overcome these
limitations. ResCa achieves acceleration while maintaining
a denoising trajectory that is both self and updated. The
core idea is to perform true denoising on only one “proxy
token” within each trajectory-based cluster, and use its
computed multi-order residuals to guide the “simulated de-
noising” of all other tokens. ResCa can be seamlessly inte-
grated into various diffusion models, including DiT, FLUX,
and HunyuanVideo. Extensive quantitative and qualitative
experiments demonstrate the effectiveness of our method,
achieving up to a 5.5x acceleration in GFLOPs while
maintaining near-lossless generation quality on FLUX.
Project page: https://fanghaipeng.github.io/ResCa.

1. Introduction

Diffusion transformers (DiTs) [30] have achieved remark-
able success in high-fidelity image [4, 7, 19, 41, 43] and
video [10, 18, 37] generation. Scaling model capacity or
adding controllable modules [42, 44, 45] improves gener-
ation quality but increases computational cost, motivating
dedicated acceleration techniques. Among them, sampler-
based techniques optimize the denoising process [25, 29,
32,35, 36], model-based techniques reduce architectural re-
dundancy [2, 8, 16, 21], and feature-based techniques [1, 6,
9, 12,24, 28, 39, 51] prune feature redundancy.

®Corresponding author: Fan Tang.
In this manuscript, we use skip-residuals to denote residuals in skip
connections, and residuals to denote the feature deviation across timesteps.
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Figure 1. Illustration of denoising trajectories. Solid and dashed
line denotes the realized and the target trajectories. (a) Original
trajectory. (b) Caching: reuse the previous step x¢, forming a non-
updated denoising direction (does not stay fixed due to residual
connections). (c) Merging: merge similar a; and c; into b, reusing
the %, forming a non-self denoising direction. (d) Ours: computes
multi-order residuals Az to guide the cached x¢, thus achieving
a both self and updated trajectory.

Within the feature-based techniques, token reduction [1,
9, 11, 24, 27, 51] aim to decrease the number of tokens.
As shown in Fig. 1, caching methods such as ToCa [51],
DuCa [52] and TokenCache [24], address temporal redun-
dancy by reusing token features from previous timesteps,
leading to a non-updated denoising direction. Merging
techniques such as ToMeSD [ 1], ToMA [27], and SDTM [9]
merge similar tokens and use the mixed features, creating
a non-self denoising direction. We observe that residual
variations along similar denoising paths often follow similar
trends, which motivates our “proxy denoising” perspective.

Our core idea is to first cluster tokens based on their
historical trajectories. Then, within each cluster, we per-
form “true denoising” on only one proxy token and use its
computed multi-order residuals to guide the “simulated de-
noising” of all other unprocessed tokens. As illustrated in
Fig. 1 (d), this proxy denoising design enables an efficient
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simulated denoising. It uses the token’s own cached feature
as the primary direction (the self component), and applies
the multi-order residuals from the proxy’s true denoising as
a correction (the updated component), thereby estimating
trajectories that more closely align with the original, full-
computation denoising paths.

We further examine this idea in preliminary experiments,
as shown in Fig. 2, by asking (a) where to find the simi-
lar residuals and (b) how to use the similar residuals. For
question (a), we visualize denoising trajectories for feature-
based clusters (merging-oriented) and trajectory-based clus-
ters, and compare the intra-cluster pairwise distances of
residuals. Results show that trajectory-based clustering
more reliably identifies similar residuals. For question (b),
we analyze intra-cluster pairwise distances of multi-order
residuals and their evolution across timesteps, highlighting
that lower-order residuals exhibit higher reusability and that
their utility can be estimated from the preceding timesteps.

Based on the above priors, we formalize our ResCa, con-
sisting of two key components: Temporal-Enhanced Trajec-
tory Clustering (TETC), which implements the trajectory-
based clustering; and Proxy-Driven Denoising Simulation
(PDDS), which performs the residual-corrected simulated
denoising for non-proxy tokens with implicit ODE update.
In summary, the contributions of this paper are as follows:

* We propose a new residual-based perspective for acceler-
ation and systematically analyze the reusability and util-
ity of multi-order residuals by investigating where to find
similar residuals and how to use them.

e We propose a novel framework ResCa that uses a de-
noised trajectory to guide other unprocessed trajecto-
ries within clusters through temporal-enhanced trajec-
tory clustering and proxy-driven denoising simulation,
enabling adaptive and stable multi-step predictions.

* The proposed ResCa is training-free and can be seam-
lessly integrated into diverse diffusion transformers, and
comprehensive experiments validate our effectiveness,
achieving up to 5.5 acceleration in GFLOPs on FLUX
with near-lossless generation quality.

2. Related Works
2.1. Efficient Diffusion Models

Despite strong generative capabilities, diffusion mod-
els incur substantial computation, which limits real-time
and large-scale applications. To accelerate DMs, recent
work explores three directions: (1) Sampler-based: these
methods aim to reduce the number of denoising steps.
DDIM [35] introduces deterministic non-Markovian sam-
pling; the DPM-Solver family [25, 26, 48] formulates sam-
pling as solving an ODE; Consistency Models [36] enforce
self-consistency to enable single- or few-step generation;
and distillation approaches [17, 29, 32] compress the sam-

pler into fewer steps. (2) Model-based: these methods
aim to reduce architectural redundancy. Structured prun-
ing [2, 8, 16, 21] removes unimportant weights, while quan-
tization [12, 20, 34, 46] reduces redundancy via low-bit
weights. (3) Feature-based: these methods cut token-level
computation, including quantization techniques [20, 46]
and token-reduction methods [1, 5, 6, 22, 24, 28, 33, 38, 39,
47]. Owing to their training-free potential, feature-based
methods have attracted increasing attention.

2.2. Token Reduction in Diffusion Models

Token reduction methods aim to reduce inference to-
kens and can be grouped into three categories. (/)
Merging-based: This category includes explicit and im-
plicit forms. In explicit merging, ToMeSD [1], SDTM [9],
and ToMA [27] merge tokens based on similarity, attention,
or frequency, process the reduced set, and then restore fea-
tures to their original positions. In implicit merging, AT-
EDM [38] and DyDiT [47] prune tokens by importance and
fill missing positions with features copied from similar re-
tained tokens. In both forms, pruned tokens reuse shared
rather than individual features, yielding a non-self direc-
tion. (2) Caching-based: This category includes static reuse
and dynamic prediction. In static reuse, ToCa [51] performs
fine-grained caching with dynamic token selection, Token-
Cache [24] uses a predictor to assign scores and cache to-
kens, and DuCa [52] alternates conservative and aggressive
caching across timesteps. By reusing features from pre-
ceding timesteps, these approaches induce a non-updated
denoising direction. In contrast, dynamic prediction re-
places caching with estimation: TaylorSeer [23] uses Tay-
lor extrapolation, while FoCa [49] models prediction with
ODEs. However, diffusion dynamics are non-stationary,
and timestep-specific signals can shift the denoising direc-
tion, making history-only extrapolation insufficient. (3)
Mixed-based: SDTM [9] and ClusCa [50] linearly weight
temporal cache with spatially similar features; however, the
spatial term is often underweighted, leaving room for fur-
ther exploration. To address this, We denoises a small token
subset, decouples informative components, and uses them
as on-step feedback to guide the remaining tokens, yielding
a denoising direction that is both self and updated.

3. Preliminary and Motivations

Our approach is driven by a “proxy denoising” perspective.
The core idea is to first cluster tokens based on their histor-
ical trajectories. Then, within each cluster, we perform true
denoising on only one proxy token and use its computed
multi-order residuals to guide the simulated denoising of all
other unprocessed tokens. This idea is further examined by
addressing the following questions. Experiments are con-
ducted on FLUX.1-dev [19] using 10k samples, with addi-
tional details provided in the Supplementary Materials.
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Figure 2. Preliminaries. Upper: Where to find the similar residuals? 1llustration of (a) feature- and (b) trajectory-based clusters, where the
trajectory-based clusters groups the blue and red trajectories more accurately. (c) Comparison of the two methods showing that trajectory-
based clusters have lower pairwise distance of residuals within each cluster. Lower: How to use the similar residuals? (d) Intra-cluster L2
distance of multi-order residuals, indicating that 1st-, 2nd-, and 3rd-order residuals are more reusable than Oth-order ones. (e) Intra-cluster
residual relationships across timesteps, showing that smaller historical residual distance implies higher reuse value for future residuals.

Where to find the similar residuals? We first qualitatively
inspect denoising trajectories using the trajectory approx-
imation method [3]. As shown in Fig. 2 (a) and (b), we
projects the high-dimensional feature trajectory into a 3D
trajectory, where darker points denote sampled timesteps
and lighter points denote unsampled ones. For merging-
based techniques such as ToMeSD [1], tokens are typi-
cally grouped according to feature similarity at the last
timestep, which can cause tokens with dissimilar trajecto-
ries to be clustered together, for example the blue trajec-
tory in Fig. 2 (a). To mitigate this issue, we instead per-
form clustering based on the entire historical trajectory so
that truly similar trajectories can be grouped together, as il-
lustrated by the blue and red trajectories in Fig. 2 (b). In
Fig. 2 (c), we further provide a quantitative comparison be-
tween the two clustering strategies by plotting histograms
of the intra-cluster pairwise L2 distance of first-order resid-
uals (differences between adjacent timesteps). The results
show that trajectory-based clustering yields smaller resid-
ual distances, highlighting that historical trajectory-based
clusters can more reliably identify similar residuals.

How to use the similar residuals? After clustering tokens

based on the historical denoising trajectories, we further an-
alyze the reusability and utility of intra-cluster residuals.
For each trajectory at each timestep, we compute multi-
order residuals: the Oth-order residual corresponds to the
feature itself, the 1st-order residual represents the differ-
ence between features at adjacent timesteps, and the k-th-
order residual captures the change in the (k — 1)-th-order
residual. Fig. 2 (d) reports the intra-cluster pairwise L2 dis-
tance of these multi-order residuals. The results show that
Oth-order residuals have larger distances, while higher-order
residuals exhibit smaller distances, since Oth-order residuals
still encode the token representation itself, whereas higher-
order residuals partially decouple the directional component
of the denoising trajectory. In contrast, 3rd-order inter-
residual distances are slightly larger than 2nd-order ones,
because higher-order residuals further amplify small varia-
tions and noise. Fig. 2 (e) further illustrates the relationships
of residuals across timesteps: the inter-residual distance at
the preceding timestep and the next timestep follow an ap-
proximately linear trend along y = x. Overall, lower-order
residuals exhibit higher reusability, and their utility can be
estimated based on the preceding trajectory.
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Figure 3. Overview. grey: In the dense timestep, all tokens are processed to cache their features, followed by TETC to group tokens. In the
sparse timestep, one proxy token from each group is selected for denoising, which then uses PDDS to guide the denoising of other tokens.
blue: Temporal-Enhanced Trajectory Clustering (TETC): perform clustering using a similarity metric computed by token trajectories.
orange: Proxy-driven Denoising Simulation (PDDS): use the driven token’s residuals as the main direction; the proxy token’s residuals
provide directional corrections to estimate the future direction, and subsequently simulate the denoising process using an implicit ODE.

4. Method

4.1. Overview

We introduce ResCa, a residual caching approach that lever-
ages a proxy token to guide the simulated denoising of
driven tokens, shown in Fig. 3. The denoising process is
divided into dense and sparse computation timesteps. In
the dense computation timestep, all tokens are processed to
cache their features, followed by temporal-enhanced trajec-
tory clustering to group similar tokens. In the sparse com-
putation timestep, one proxy token is selected from each
cluster for denoising, which then uses the proxy-driven de-
noising simulation to guide the denoising of other tokens.

4.2. Temporal-Enhanced Trajectory Clustering

Motivated by question (a) in Sec. 3, we observe that clusters
constructed from historical denoising trajectories can more
reliably group tokens with similar residuals. To further en-
courage the alignment of future residuals, we assign larger
weights to more recent timesteps. To this end, we intro-
duce the temporal-enhanced trajectory clustering (TETC)
method. As illustrated in Fig. 3, TETC consists of three
stages: compute per-timestep cosine similarity, accumu-

late temporal-enhanced multi-step similarity, and conduct
similarity-based trajectory clustering.

Step 1: Compute Per-Timestep Similarity. Given a his-
torical trajectory sequence X = {Xg,Xr_1,...,Xt},
where each X; € RV*P with N denoting the number
of tokens and D representing the dimension, we first com-
pute the pairwise cosine similarity between tokens at each
timestep to obtain the similarity matrix S:

X, X7

Si= it
X2l X 2

)]

Step 2: Accumulate Temporal-Enhanced Similarity. We
then apply a temporal moving average over S; to obtain the
cumulative similarity matrix S;:

St:a8'8t+(]-_a8)"§t+1a (2)

where as is a smoothing factor that controls the temporal
weighting of recent timesteps.

Step 3: Conduct Similarity-based Trajectory Cluster-
ing. Since features in diffusion models are typically high-
dimensional and sparse, we adopt a K-medoids clustering
based on cosine distance:

32960



K
ZZH(Xt € Cr) (1 =8(X,Cr)), 3)

min
C1,Cs,...,C
{C1,C2,...,.Ck} =1 k1

where I(X; € Cy) is an indicator function that equals 1 if
the data point X; belongs to the cluster C}, and 0 otherwise,
and St(Xi, () denotes the cosine similarity between X;
and the medoid of C}, under the cumulative similarity mea-
sure. The K-medoids algorithm constrains each cluster cen-
ter to be an actual data point. We random select one token
from C}, as the proxy token, denoted by py, where p, € Ck.
The remaining data points in the cluster are referred to as
driven tokens, denoted by Dy, = {X; | X; € Ck, X; #
Pk}, so that Dy, represents all tokens in the cluster Cj, ex-
cept the proxy token and satisfies Dy, N {px} = 0.

4.3. Proxy-Driven Denoising Simulation

Based on Sec. 3, we observe that lower-order residuals ex-
hibit higher reusability and that their utility can be estimated
based on the preceding denoising trajectory. Instead of di-
rectly reusing the feature values of similar trajectories, we
reuse their low-order residuals and weight them according
to a confidence score derived from the historical relation-
ships between trajectories. Building on this idea, we design
a proxy-driven denoising simulation scheme that leverages
a denoised trajectory to guide the denoising of the remain-
ing tokens. As illustrated in Fig. 3 (c¢), the method consists
of three main steps: denoising the proxy token, estimating
residuals of the driven tokens, and update driven tokens us-
ing an implicit ODE.

Step 1: Denoise the Proxy Token. For each cluster C},
and each network layer [, we denote the proxy feature at
timestep t by ch,t- A reverse-time denoising step of the
diffusion model updates this proxy token via F(-):

Pt =F (D1t +1). )

For notational simplicity, we omit the cluster index k and
layer index [ in the following and write p; instead of pfm.
Then, we yield a discrete trajectory along the timesteps. To
connect with an ODE-style description, we construct multi-
order residuals through recursive finite differences. We first
treat the zeroth-order term as the feature itself,

Fpe) = pu, (5)
and define higher-order terms by
]:(m)(pt) — ]_-(m—l)(pt) _ ]_-(m—1)<pt+1)7 m > 1. (6)

The collection {F™) (p;)}M_, serves as a multi-order
derivative-like descriptor of the proxy trajectory and will
be used to estimate the residuals of the driven tokens.

Step 2: Estimate Residuals of Driven Tokens. For each
group CY, it contains one proxy token pj and a set of driven

tokens Dy, = {X; | X; € Ck, X; # pr}. Let dy;, denote
the feature of a driven token at the timestep ¢. For notational
simplicity, in the following we omit the cluster £ and token
indices ¢ and write d; for the generic driven token. Using
the multi-order residuals proxies {F(™)(-)}M_, defined in
Step 1, we first compute an order-specific confidence weight
that measures how well the m-th order residuals of the two

trajectories align at timestep ¢:
Gim) = max (0, cos (.7-"(’") (pr), ]-'("")(dt))) , (D

with G,Em) € [0,1]. We then estimate the m-th order residu-
als of the driven token at the next step ¢t — 1 by modulating
its own residuals using the proxy residuals at ¢t — 1:

F(dia) = (1=0;") - F " (de) + 07 F (pi). ®)

Here F (m)(dt) serves as the base residual direction of the
driven token, while the term F("™ (p,_;) encodes a tempo-
ral correction driven by the proxy trajectory at timestep t—1.
The confidence Qt(m) controls how strongly this look-ahead
correction is applied: when the trajectories are highly con-
sistent, Q,Em) is close to 1 and the driven tokens’ residuals
are strongly aligned to the proxy residuals at t — 1; other-
wise, the update falls back to its own residuals.

Step 3: Update Driven Tokens Using an Implicit ODE.
From an ODE perspective, the driven token trajectory d(t)
evolves along a reverse-time dynamics. Instead of explic-
itly introducing a continuous drift function, we directly
reuse the multi-order residuals {F ™) (d,_;)}M_, obtained
in Eq. 8 as discrete approximations of time derivatives at
timestep ¢t — 1. Following the implicit Taylor method for
ODE:s and adopting its unit-step discrete form, we advance
ds to dy—1 via a multi-order implicit update:

M

1 -
diy=di+ Y — F(dy ). ©
m=1 .

When M =1, Eq. (9) reduces to an implicit Euler-style step,

di 1 =dy + FV(di_ ). (10)

Moreover, the estimated multi-order  residuals
{Fm)(d,_1)}M_, are compatible with standard im-
plicit linear multistep schemes. Taking the BDF2 with
unit step size as an example, we obtain the following
BDF2-style implicit update for d;_:

4 1 2
di—1 = gdt - gdt+1 + g]:(l)(dt—l)a (11)

where d;y; is the driven token’s feature at the previous
timestep. Thus, our estimated multi-order residuals can be
directly plugged into implicit high-order or multi-step ODE
schemes without extra process of the diffusion model. Ad-
ditional implementation details and discussion are provided
in the Supplementary Materials.
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Method Efficient Acceleration Image Reward 1" | CLIP{
FLUX.1 Attention | Latency(s) | Speed 1 { FLOPs(T) | Speed 1 DrawBench Score
[dev]: 50 steps | v | 2582 100X | 37195 1.00x | 0.9898 | 19.761
34% steps v 9.07 2.85x% 1264.6 3.13x% 0.9453 18.870
A-DiT (N = 3) v 13.02 1.98x 1686.8 2.21x 0.8721 18.742
Chipmunk v 12.72 2.02x 1505.9 2.47x% 0.9936 19.534
FORA (N = 3) v 10.16 2.54x 1320.1 2.82x 0.9776 19.339
ToCa (N = 6) b 4 13.16 1.96x 924.3 4.02x 0.9802 18.688
DuCa (N =5) v 8.18 3.15x% 978.8 3.80x% 0.9955 19.314
TaylorSeer (N = 4,0 = 2) v 9.24 2.80x% 1042.3 3.57x% 0.9857 19.496
ClusCa (N =5,0 =1,K = 16) v 8.12 3.18x% 897.0 4.14x 0.9825 19.481
ResCa-IE (N =5, K = 16) v 8.19 3.15x% 898.1 4.14x 0.9958 19.537
ResCa-IT (N =6,0 = 2, K = 16) v 717 3.60x 749.5 4.96 x 0.9937 19.452
22% steps v 6.04 4.28 x 818.3 4.55% 0.8183 18.224
DuCa (N =7) v 6.74 3.83x% 760.1 4.89x 0.9757 18.962
TeaCache (I = 0.8) v 7.21 3.58x% 892.4 4.17x 0.8683 18.500
TaylorSeer (N = 5,0 = 2) v 7.46 3.46x 893.5 4.16x 0.9864 19.406
ClusCa (N =6,0 =1, K = 16) v 7.10 3.63% 748.5 4.96x 0.9762 19.533
ResCa-IE (N =7, K = 16) v 6.79 3.80% 675.1 5.51x 0.9737 19.336
ResCa-IB (N =7, K = 16) v 6.82 3.79% 675.2 5.51x 0.9889 19.441
TeaCache (I = 1.2) v 6.12 4.22x 669.3 5.56x 0.7394 18.432
TaylorSeer (A = 7,0 = 2) v 6.38 4.05x 670.4 5.54x 0.9128 18.983
ClusCa (N =7,0 =2 K = 32) 4 7.06 3.66% 678.4 5.48x 0.9364 18.994
ResCa-IT (N =8,0 = 2, K = 32) v 6.54 3.95x% 604.6 6.15x 0.9468 19.039

Table 1. Quantitative comparison in text-to-image generation for FLUX on Image Reward. The best results are highlighted in bold.

5. Experiments

5.1. Experiments Settings

Implementation details. Our ResCa framework includes
three versions: IE, IB, and IT, which represent the implicit
Euler, implicit BDF2, and implicit Taylor methods, respec-
tively. For the implicit Euler and implicit BDF2, the order
is fixed at 1, while the other methods depend on O. The
cache interval is set to /N, and the number of clusters is K.

Evaluations and Metrics. We evaluated the effectiveness
of our proposed method across several commonly used vi-
sion generation models. For class-conditional image gen-
eration with DiT-XL/2 [30], we uniformly sampled 50,000
images from all 1,000 ImageNet categories at a resolution
of 256 x 256, using FID-50k [ 14] as the primary evaluation
metric and sFID for supplementary analysis. For text-to-
image generation with FLUX.1-dev [19], we utilized 200
prompts from DrawBench [31] and evaluated image qual-
ity using Image Reward [40], while assessing the alignment
between text and image using the CLIP score [13]. In the
case of text-to-video generation with Hunyuan-Video [18],
we employed the VBench [15] evaluation framework, gen-
erating five videos per prompt across 946 distinct prompts,
each with different random seeds. Detailed configurations
of the models are provided in the Supplementary Materials.

11 steps DuCa TaylorSeer ClusCa ResCa-1E ResCa-IB
4.55% 4.89x 4.99x 4.96x 5.51x 5.51x
.
O W W W W W

";.- W : e ; .“:.r? =
Figure 4. Qualitative comparison in text-to-image generation

on FLUX. ResCa show stronger texture details in the kettle reflec-
tion, robotic limbs, and human brain, with a 5.51 x acceleration.

5.2. Results on Text-to-Image Generation

We compare our ResCa with SoTA caching approaches in
Table 1. When N = 5 and O = 1, ResCa-IE achieves the
best performance with an Image Reward of 0.9958 and a
Clip Score of 19.537, outperforming ClusCa at N = 5 and
O = 1. This highlights that first-order implicit Euler predic-
tions, based on future residuals estimation, achieve higher
accuracy than first-order mixed methods. When N = 6
and O = 2, the speedup ratio further improves to 4.96.
Additionally, at N = 7, implicit BDF2 reaches an Image
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Method Efficient Acceleration VBench 1
Attention Latency(s) | Speed 1 { FLOPs(T) | Speed T Score(%)
Original \ v | 33496 1L00x | 29773.0 L00x |  80.66
22% steps v 87.01 3.85% 6550.1 4.55% 78.74
FORA (N =5) v 83.78 4.00x 5960.4 5.00% 78.83
ToCa (N =5) b 4 93.80 3.57x 7006.2 4.25% 78.86
DuCa (N =5) v 87.48 3.83x 6483.2 4.62x 78.72
TeaCache (I = 0.4) (4 70.43 4.76 x 6550.1 4.55% 79.36
TaylorSeer (M = 6,0 = 1) (4 79.46 4.22% 5359.1 5.56x 79.78
ClusCa (N =7,K = 32) v 74.88 4.47x 4796.2 6.21x 79.60
ResCa-IE (N =6, K = 32) v 83.42 4.02x 5383.2 5.53x% 79.98
ResCa-IT (N =7,0 = 2, K = 64) v 75.04 4.46x 4814.1 6.19% 79.78

Table 2. Quantitative comparison in text-to-video generation for HunyuanVideo on VBench. Best results are highlighted in bold.

A bottle
A misplaced bottle cap behind the bottle.

Splash of turquoise water in slow motion ...
Missing water splash details.

A teddy bear is playing drum kit in ...
Missing drumsticks object.

11 steps
4.55x

DuCa
4.62x

TaylorSeer
5.56x

ClusCa
5.54x%

ResCa-1E
5.53x%

Figure 5. Qualitative comparison in text-to-video generation on HunyuanVideo. ResCa generates high-quality, semantically aligned
videos, while others suffer from issues such as misplaced bottle caps, missing water splash details, and missing drumstick objects.

Reward of 0.9889, demonstrating the compatibility of our
method with multi-step ODEs. Even at extreme intervals
(N = 8), ResCa maintains high-quality generation, show-
casing its adaptability to long-step caching. As shown in
Fig. 4, our qualitative comparison reveals that ResCa out-
performs other methods, delivering enhanced texture details
in the kettle reflection, robotic limbs, and human brain, fur-
ther proving its superiority in high-speed image generation.

5.3. Results on Text-to-Video Generation

In Table 2, we report the comparison of text-to-video gen-
eration. With N = 6 and K = 32, ResCa-IE attains
the best VBench score of 79.98, outperforming TaylorSeer
with a comparable speedup at N = 6, O = 1 by about
0.2%. When N = 7, we adopt O = 2 and K = 64
to enhance the modeling capacity; under a 6.19x FLOPs
speedup, ResCa-IT surpasses ClusCa with N = 7, K = 64
by approximately 0.18% on VBench. These results show

that ResCa delivers higher video generation quality than
previous SoTA methods under comparable acceleration set-
tings. We present a qualitative comparison in Fig. 5, where
the results show that our ResCa generates high-quality, se-
mantically aligned videos, while other methods suffer from
issues such as misplaced bottle caps, missing water splash
details, and missing drumstick objects.

5.4. Results on Class-to-Image Generation

In the quantitative comparison of class-conditional image
generation (shown in Table 3), ResCa shows a superior
trade-off between generation quality and acceleration. For
instance, when N = 3, K = 16, ResCa-IE achieves the
best FID of 2.37 and sFID of 4.63. When N = 4, K = 16,
ResCa-IE achieves a FID of 2.49, outperforming TaylorSeer
with a higher speedup (3.23x v.s. 2.77x). Additionally,
when N = {5,6}, K = 16, ResCa-IE achieves FID reduc-
tions of 0.03 and 0.08 compared to ClusCa, despite similar
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Method ‘Latency(s) HF LOPs(T) | Speed T‘F ID | sFID |
DDIM-50 steps | 0428 | 2374  1.00x | 232 432
DDIM-25 steps 0.230 11.87 2.00x | 3.18 4.74
FORA (W =2) 0.278 12.35 1.92x | 2.66 4.88
ToCa (N =3) 0.216 9.73 244x | 2.87 4.76
DuCa (N = 3) 0.208 9.54 249x | 2.85 4.64
ResCa-IE (M = 3,K = 16)| 0.234 9.20 2.58x | 2.37 4.63
DDIM-20 steps 0.191 9.49 2.50x | 3.81 5.15
FORA (W = 3) 0.222 8.58 2.77x | 3.55 6.36
ToCa (N =4) 0.197 8.10 293x 342 5.12
DuCa (N =4) 0.175 7.61 3.12x | 3.42 494
TaylorSeer (N =3,0 =1) 0.215 8.56 277x | 249 481
ResCa-IE (N =4, K =16)| 0.191 7.36 3.23x | 249 499
DDIM-15 steps 0.151 7.12 3.33x | 5.17 6.11
ToCa (N = 5) 0.176 6.77 351 | 620 7.17
DuCa (N = 5) 0.152 6.27 3.79x | 6.06 6.72
TaylorSeer (N =4,0 = 1) 0.186 6.66 3.56x | 271 545
ClusCa (N =5, K = 16) 0.166 5.98 3.97x | 2.65 5.13
ResCa-IE (N =5,K =16)| 0.168 5.99 3.96x | 2.62 5.08
DDIM-12 steps 0.128 5.70 4.16x | 7.80 8.03
FORA (W =5) 0.171 5.24 4.53x | 6.58 11.29
DuCa (N = 6) 0.145 5.81 4.08x | 6.40 6.71
ClusCa (N = 6, K = 16) 0.159 5.52 4.29x | 3.16 5.65
ResCa-IE (N = 6, K = 16)|  0.160 5.53 4.29x | 3.08 5.49

Table 3. Quantitative comparison in class-to-image generation
for DiT-XL/2 on ImageNet. Best results are highlighted in blod.

speedup ratios. These results demonstrate that, compared to
explicit methods relying on historical state reusing or fore-
casting, our implicit ODE-based method, which estimates
future states, consistently delivers superior generation per-
formance under comparable or higher acceleration ratios.

5.5. Ablation Studies

We conduct ablation studies to evaluate the key components
of our method, as described below. Additional experiments
and analyses can be found in the Supplementary Material.
Effect of Number of Clusters. The number of clusters
directly determines the similarity of residuals within each
cluster, and thus plays an important role in the overall per-
formance. Under the FLUX configuration with N = 8 and
O = 1, we further analyze the relationship between the
number of clusters and the influence on the generated re-
sults, as shown in Fig. 6. The results suggest that the best
trade-off is achieved when K = 16 or K = 32. Taking
both computational efficiency and generation quality into
account, we use K = 16 as the default setting.

Effect of Clustering Methods. We compare the effects of
feature-based clustering and trajectory-based clustering in
Fig. 7. To ensure a clearer comparison, we set N = 8 to
amplify the influence of residual reuse. The results indi-
cate that feature-based clustering causes noticeable quality
degradation in the generated images, including overexpo-
sure and missing details. This degradation arises because
less similar residuals are reused, which introduces erro-
neous guidance into the denoising process.

Effect of Multi-order Residuals We compare the effects

TFLOPs vs. ImageReward TFLOPs vs. CLIP

64
64 19.1
128 128

0.940

ImageReward
o o 4
© © ©
Now oW
& & &

0.9201 (4 —*— ResCa-IE —*— ResCa-IE
610 620 630 610 620 630
TFLOPs TFLOPs

Figure 6. Ablation on the number of clusters.
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Figure 7. Visual comparisons of clustering methods.

Method | Latency(s) | FLOPs(T) | | FID | sFID |
DDIM-15 steps 0.193 6.66 475 843
ResCa-IT (M = 5,0 = 1) 0.168 5.99 262 5.08
ResCa-IT (M = 5,0 = 2) 0.170 6.00 257 498
ResCa-IT (N = 5,0 = 3) 0.171 6.00 258 5.02
ResCa-IT (M = 5,0 = 4) 0.171 6.01 258 5.00

Table 4. Ablation on the multi-order residuals.

of multi-order residuals on the results, as shown in Table 4.
The results reveal that using first-order and second-order
residuals significantly improves FID. However, increasing
the order leads to a slight decrease in FID while increasing
the computational cost. Therefore, we use first-order resid-
uals to maintain the simplicity by default.

6. Conclusion

In this paper, we introduce Residual Caching (ResCa),
a novel framework that accelerates diffusion transformers
from a “proxy denoising” perspective. Specifically, ResCa
perform true denoising on one proxy token in each cluster to
obtain its residuals at the next timestep, which are then used
to guide the simulated denoising of the remaining tokens.
This process is realized through the Temporal-Enhanced
Trajectory Clustering and Proxy-Driven Denoising Simula-
tion modules. ResCa enables stable and adaptive denoising,
and can be seamlessly integrated into a wide range of dif-
fusion models, including DiT, FLUX, and HunyuanVideo.
Extensive quantitative and qualitative experiments demon-
strate the effectiveness of our method. In particular, ResCa
achieving up to a 5.5x acceleration in GFLOPs while main-
taining near-lossless generation quality on FLUX. We hope
this work can inspire further exploration of the “proxy de-
noising” paradigm in feature caching for diffusion models.
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