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Figure 1. We propose GeoHOI, a human–object interaction video generation framework built on the DiT architecture. By introducing
object geometry priors and hierarchical injection policy, GeoHOI enhances object perception and modeling, enabling the preservation of
shapes and textures under complex motions and achieving high-quality interaction generation.

Abstract

Existing human-object interaction (HOI) video generation
methods struggle to accurately perceive object structures,
often producing poor results during object rotation or com-
plex interactions. We found inspiration in visual geometry-
grounded models, as their powerful ability to capture mean-
ingful geometric-aware structures in learned representa-
tions. However, due to the inherent heterogeneity between
models trained for different tasks, applying such models to
HOI video generation presents significant challenges. We
propose GeoHOI, a framework that encourages diffusion
transformers to fully utilize geometry-aware priors to en-
hance object perception and physical consistency of HOI
video generation. We introduce a Multi-View Geometry
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Prior Extractor which captures object structural features
and incorporates a Camera Pose Modulation module to
provide viewpoint adaptation for multi-view object inputs.
To enable effective injection of geometry-aware features
and prevent feature entanglement, we design a Hierarchi-
cal Injection Policy that strategically integrates geometric,
texture, and caption embeddings at different layers of the
diffusion transformer. GeoHOI achieves a 26.2% relative
improvement in Object-IoU and a 19.6% reduction in Hand
Landmark Mean Distance (LMD) compared to our baseline
model (Wan2.2-5B), outperforming state-of-the-art meth-
ods in object understanding and interaction plausibility.

1. Introduction

Video generation models have seen remarkable progress
in recent years, particularly in human motion synthesis,
leading to advanced methods like Animate-Anyone [9] and
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Champ [46] that utilize pose as a driving modality. How-
ever, extending these successes to the Human-Object Inter-
action (HOI) domain introduces substantially greater com-
plexity. HOI requires generation models not only to pre-
cisely control human actions but also to successfully inte-
grate and dynamically handle a target object, necessitating a
precise understanding of the object’s structure and dynamic
geometry.

Existing HOI video generation frameworks, such as
HunyuanVideo-HOMA [12], typically encode object im-
ages using generic 2D feature extractors (e.g., VAE [15]
or DINO [28]), which primarily capture texture and color
information but often neglect cross-view geometric corre-
spondence. AnchorCrafter [41] attempts to preserve object
appearance through multi-view image fusion. However, this
reliance on 2D texture representation leads to a fundamental
flaw: the model perceives the object as a “flat texture” rather
than a “volumetric entity.” The catastrophic consequences
include shape distortion during object rotation and inaccu-
rate contact geometry during motion synthesis. This lack
of volumetric understanding fundamentally violates basic
physical plausibility.

Recent progress [8, 38] suggests that geometry-grounded
vision models such as VGGT [34] can provide strong struc-
tural priors for generative modeling, enabling downstream
models to reason about 3D structures rather than 2D tex-
tures. However, applying VGGT’s geometric representa-
tions to HOI video generation is non-trivial. HOI synthesis
requires the model to dynamically integrate object geom-
etry with human motion, demanding an understanding of
both “shape consistency” and “interaction geometry.” The
central challenge thus becomes one of architectural integra-
tion: How can the static, view-invariant 3D structural repre-
sentations derived from VGGT be dynamically and coher-
ently fused into the multi-modal, temporal latent space of
the Diffusion Transformer (DiT), ensuring that object shape
remains consistent across dynamic movement and that the
crucial human-object contact geometry is physically accu-
rate?

In this study, we introduce GeoHOI, a novel framework,
that utilizes explicit 3D structural priors introduced by vi-
sual geometry grounded models to fundamentally resolve
the object distortion problem and achieve physically consis-
tent HOI video generation. To ensure that the object’s latent
features robustly maintain consistency in dynamic scenes,
we design a camera pose modulation (CPM) module for
viewpoint-adaptive geometry encoding by leveraging pre-
dicted camera poses to perform feature-wise linear modula-
tion, enabling the model to distinguish view-dependent ap-
pearance differences and learn consistent geometry across
multiple views. Furthermore, instead of directly aligning
the extracted intermediate representations with those of the
diffusion model, which is unsuitable for HOI generation due

to the mismatch between geometric and generative feature
spaces, we applied a decoupled multi-modal fusion follow-
ing a hierarchical injection policy (HIP), which strategically
injects geometric, texture, and semantic features into differ-
ent hierarchical layers of the Diffusion Transformer based
on the abstraction needs of the model. By decoupling the
treatment of structural cues and appearance details, HIP
avoids the representation interference problem commonly
found in multi-modal feature fusion. In summary, our con-
tributions are as follows:
• We propose GeoHOI, a novel HOI video generation

framework that leverages visual geometry grounded mod-
els to introduce 3D structural priors and spatial reasoning
capabilities, enabling more geometry-aware and physi-
cally consistent generation.

• We introduce a Multi-View Geometry prior Extrac-
tor with a Camera Pose Modulation module to deliver
view-consistent 3D structural information. We further de-
sign a Hierarchical Injection Policy to alleviate repre-
sentation inteference in multi-modal feature injection.

• We conduct extensive quantitative and qualitative exper-
iments demonstrating that GeoHOI outperforms state-of-
the-art diffusion-based HOI video generation methods.

2. Related work

2.1. Pose-Guided Human Video Generation

With the rapid maturation of video generation technolo-
gies [2, 16, 33], pose-guided human video generation has
emerged as a pivotal research direction, aiming to syn-
thesize high-fidelity and temporally coherent video se-
quences that accurately align with predefined pose trajec-
tories. Early methods [11, 29, 36, 40] leveraged Con-
trolNet [44] to inject skeletal motion cues, yet incurred
substantial parameter overhead. To mitigate this, Mim-
icMotion [45] introduced a lightweight confidence-aware
pose guidance network, while Champ [46] and MoAni-
mate [6] enhanced motion controllability by fusing mul-
tiple types of pose representations. For appearance con-
sistency, AnimateAnyone [9] introduced ReferenceNet via
self-attention, and StableAnimator [30], which incorporates
a facial encoder to preserve facial details.

The recent advent of Diffusion Transformer (DiT) archi-
tectures [7, 13, 19, 37] has further accelerated progress in
this domain. HumanDiT [7] achieves pose transfer through
a pose adapter, UniAnimate-DiT [37] injects both driv-
ing and reference pose features to enhance spatial align-
ment, OmniHuman [17] supports multimodal signals, and
VideoJAM [4] generates complex motion via joint appear-
ance–motion representations. Despite these advances, most
approaches remain confined to single-subject generation,
with limited modeling of objects and scene context, restrict-
ing controllable synthesis of human–object interactions.
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Figure 2. Training pipeline of GeoHOI: based on a video generation model, GeoHOI employs the Multi-view Geometry Prior Extractor to
capture object geometry priors and designs a Hierarchical Injection Policy to effectively integrate multimodal information while preventing
confusion among features from different sources.

2.2. Human-Object Interaction Generation
Human–Object Interaction (HOI) aims to generate visual
content that accurately depicts interactions between humans
and objects. Some methods addresses this as a video editing
problem by replacing elements within existing scenes. For
example, MIMO [20] and AnimateAnyone2 [10] attempt
to replace human subjects in complex dynamic interaction
scenarios, whereas HOISwap [42], ReHold [5], and iDiT-
HOI [27] specialize in substituting handheld objects in real
videos.

The core challenge of true HOI video genera-
tion—synthesizing coherent interactions from conditional
inputs alone—has now seen its initial progress [12, 35, 41].
AnchorCrafter [41] leverages multi-conditional inputs such
as pose and depth to represent perceptual human motion
during interactions, but requires fine-tuning for specific ob-
jects. DreamActor-H1 [35] retrieves optimal motion tem-
plates from a predefined pool and adjusts object bound-
ing box scaling through joint analysis of reference hu-
man/product images. Hunyuan Video-HOMA [12] ex-
plores a sparse, user-editable input framework that relies on
minimal yet semantically meaningful conditions for user-
friendly generation. However, these approaches exhibit lim-
ited object awareness and are restricted to simple actions
such as translation, struggling to maintain consistency when
objects undergo rotation or complex interactions.

3. Method
As illustrated in Fig. 2, our system’s pipeline consists of two
core components: Multi-view Geometry prior Extractor and

Hierarchical Injection Policy. Section 3.1 covers the Dif-
fusion Transformer and VGGT fundamentals. Section 3.2
gives the framework overview. The following sections de-
scribe our core technical contributions. Section 3.3 details
the Multi-view Geometry Prior Extractor with a Camera
Pose Modulation module. Section 3.4 introduces the Hier-
archical Injection Policy. Finally, Section 3.5 explains our
Data Processing methodology.

3.1. Preliminary
Diffusion Transformer. The Diffusion Transformer
(DiT) [21] combines the strengths of diffusion models
with transformers [32], addressing the limited scalability
and representation capacity of U-Net-based latent diffusion
models. In our work, we follow the flow matching [18]
paradigm for deterministic sample generation. Given a
clean data sample x0 ∼ pdata(x0) and Gaussian noise
x1 ∼ N (0, I), an intermediate noisy sample is constructed
by linear interpolation:

xt = (1− t)x0 + tx1, t ∈ [0, 1]. (1)

The instantaneous target velocity along this trajectory is de-
fined as

vt =
dxt

dt
= x1 − x0, (2)

and the model vθ(xt, t) is trained to approximate this field
using a mean squared error objective:

LFM = Ex0,x1,t

[
∥vθ(xt, t)− (x1 − x0)∥22

]
. (3)
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During inference, the model integrates the learned flow field
in reverse (from t = 1 to t = 0) to deterministically gener-
ate clean samples from noise.
Visual Geometry Grounded Transformer. The Vi-
sual Geometry Grounded Transformer (VGGT) [34] is a
large feed-forward transformer that predicts key 3D at-
tributes—camera parameters, depth maps, point maps, and
point tracks—from one or many input views in a single
forward pass. Its geometry-aware representations transfer
well to downstream tasks such as point tracking and feed-
forward novel view synthesis, and can act as geometry pri-
ors for 2D generative models to stabilize viewpoint changes
and preserve spatial layout in generated content.

3.2. Overview
As illustrated in Fig. 2, our method uses hand pose se-
quences and sparse object tracking points for fine-grained
motion control, while object appearance is represented with
a flexible set of images. A caption further describes the
video content, providing semantic guidance for synthesis.
Following a first-frame generation paradigm, the objec-
tive is to maintain geometric consistency across subsequent
frames while synthesizing plausible interaction motions.

During training, the original T-frame video, hand pose
sequences, object tracking points, and V multi-view ob-
ject images are encoded by a shared VAE encoder into
a unified latent space Fvid, Fh, Fo∈RT×H×W×C , and
Fobj∈RV×H×W×C . Gaussian noise is added to Fvid ex-
cept for the first frame, yielding F̃vid. The object features
Fobj are further processed by the Camera Pose Modulation
module to get F̂obj . The joint representation is formulated
as:

Fjoint = Concat(F̂obj , F̃vid + Fh + Fo), (4)

which is then fed into the Diffusion Transformer (DiT) for
subsequent denoising and generation.

In addition, we employ VGGT and DINO to extract ob-
ject features, with VGGT modeling geometry features Fgeo

and DINO capturing texture features Ftex. The caption fea-
tures Fcap is encoded by T5 [23]. These features are in-
jected into DiT following our Hierarchical Injection Policy,
thereby enhancing geometry-aware human–object interac-
tion video generation.

3.3. Multi-view Geometry Prior Extractor
We introduce a Multi-view Geometry Prior Extractor to pro-
vide geometry-aware structural cues for human–object in-
teraction synthesis. Given an arbitrary set of V object im-
ages, we model them using VGGT. Instead of relying on its
final outputs (e.g., sparse point clouds), which are difficult
to learn and exhibit a feature-level gap with our model, we
adopt intermediate features as the geometry-aware repre-
sentation Fgeo. Specifically, we collect feature tokens from

the 4th, 11th, 17th, and 23rd transformer blocks, which pro-
gressively capture geometric information ranging from lo-
cal shapes and contours to global structural configurations.
In addition, the VGGT camera head estimates camera pose
tokens P = {pi}Vi=1, p ∈ RV×9 for each object image,
providing explicit viewpoint cues. These poses are subse-
quently fed into the Camera Pose Modulation (CPM) mod-
ule to perform feature-wise linear modulation.
Camera Pose Modulation. Following the in-context con-
ditioning (ICC) paradigm, we concatenate the latent rep-
resentations of multi-view object images with the input to
enhance cross-view consistency. To further provide explicit
viewpoint information, we introduce a Camera Pose Mod-
ulation module, which modulates multi-view object repre-
sentations based on the predicted camera poses. Specifi-
cally, the predicted poses P are injected into two linear net-
works to produce scaling and shifting parameters , which
are then applied to the object latent representations:

F̂obj = (1 + γ)⊙ Fobj + β, (5)

where ⊙ denotes channel-wise multiplication, γ and β de-
note the scaling and shifting values derived from the camera
poses, and Fobj represents the original object latent fea-
tures. This modulation explicitly incorporates viewpoint
information into the latent features, thereby enhancing the
alignment of object representations across different views
and reducing geometric distortions.

3.4. Hierarchical Injection Policy

Multi-modal features are often fused through simple con-
catenation or alignment, but directly combining heteroge-
neous sources can cause representation interference and
hinder effective fusion. We propose to allocate different lay-
ers of DiT to specialize in processing distinct feature modal-
ities, such as geometry and texture feature, thereby improv-
ing the disentanglement and alignment of multi-modal rep-
resentations. For instance, the shallow layers of a diffusion
transformer primarily capture spatial and motion structures,
while the deep layers are responsible for refining appear-
ance details and fine-grained features [39]. Consequently,
we propose a Hierarchical Injection Policy that progres-
sively integrates multi-modal conditions at different blocks
of the DiT, as detailed below:
• Shallow DiT blocks (layers ≤ m): These layers receive

both geometry features Fgeo and caption features Fcap

via cross-attention. They focus on learning the object’s
structural geometry and motion dynamics.

• Middle DiT blocks (m < layers < n): In addition to
Fgeo and Fcap, these blocks incorporate texture features
Ftex through cross-attention. The weight of geometry
features gradually decreases, while the weight of texture
features increases.
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• Deep DiT blocks (layers ≥ n): These layers are con-
ditioned on Fcap and Ftex, focusing on fine-grained ap-
pearance details, texture refinement, and semantic consis-
tency.

In our work, with 30 DiT blocks in total, we set m=12 and
n=18 to achieve a balanced integration of structure and ap-
pearance. The cross-attention operation at each DiT block
can be formulated as:

y = Wo

[
Attn(Q,Kcap,Vcap) + ϕAttn(Q,Kgeo,Vgeo)

+ ωAttn(Q,Ktex,Vtex)
]
, (6)

Attn(Q,K,V) = softmax

(
QK⊤
√
d

)
V,

where Attn(Q,K,V) denotes the multi-head attention
mechanism, and Wo denotes the output projection matrix
that maps the aggregated attention features back to the la-
tent feature space. ϕ and ω are dynamically scheduled ac-
cording to the layer depth such that shallow layers prioritize
geometric feature, while deep layers focus on texture fea-
ture. This hierarchical injection policy enables the model to
integrate geometry, texture, and semantic information in a
layer-aware manner, achieving geometry-consistent and vi-
sually coherent HOI video generation.

3.5. Data Processing
We propose a systematic data processing pipeline designed
to efficiently handle data. Specifically, we employ DW-
Pose [43] to extract the hand pose sequence of the char-
acter in each video. For object-related conditions, we first
utilize Qwen2.5-VL [1] to generate a video description to-
gether with a detailed object description specifying category
and shape. Based on this description, Grounded-Segment-
Anything [25] is applied to detect and segment the target
object on first frame each videos. The segmentation is then
propagated across the entire clip using SAM2 [24], result-
ing in an object mask sequence. From this mask sequence,
we randomly sample the object across frames to obtain
multi-view object images. Finally, we estimate the object
tracking point sequence with CoTracker [14], conditioned
on the first-frame mask provided by SAM2.

4. Experiments
4.1. Experimental Settings
Training and Inference Setup. We initialize our model
with pre-trained weights from Wan2.2-5B. During train-
ing, we freeze the VAE, T5, DINO, and VGGT modules
and train all other parameters for 4 epochs on eight 80GB
GPUs, using a learning rate of 10−5 with 300 warm-up it-
erations. At inference time, generating a 125-frame video
at 608×1088 resolution takes approximately 5 minutes and
consumes around 15.3 GB of GPU memory.

Method FID↓ FVD↓ Obj-IoU↑ Obj-CLIP↑ LMD (Hand)↓

MimicMotion-1.5B 37.03 486.39 0.43 83.54 19.31
VACE-14B 41.53 395.48 0.38 85.16 27.22
UniAnimate-DiT-14B 27.48 251.97 0.60 87.86 11.63
Wan2.2-Pose-5B 34.59 379.81 0.61 87.41 12.41
Ours-5B 30.25 351.28 0.77 90.15 9.98

w/o camera pose modulation 30.76 356.37 0.74 89.02 10.77
w/o geometry feature 34.71 398.49 0.75 88.64 10.76
w/o texture feature 35.83 387.62 0.76 88.75 11.29
Swapping injection layers 30.55 357.10 0.74 89.28 10.77

Table 1. Quantitative results of our method compared with SOTAs
and ablation study. The results show that, under complex interac-
tion tasks, our approach significantly outperforms prior methods
in preserving object consistency, generating accurate motions, and
controlling human gestures.

Dataset. We apply automated data processing to internal
live streaming e-commerce video clips to support training
under diverse interaction scenarios and finally collect ap-
proximately 150 hours of training data. For evaluation,
we collected 100 web video clips featuring complex hu-
man–object interactions and diverse object appearances.
Each test video was generated at 25 FPS with a duration
of 5 seconds.
Comparison Methods. We compare our method with
the following methods: Mimicmotion [45], VACE [13],
UniAnimate-DiT [37], Wan2.2-5B, AnchorCrafter [41],
and HunyuanVideo-HOMA [12]. MimicMotion and
UniAnimate-DiT generate motion from a person image and
a sequence of pose. VACE-14B is a general video editing
framework and we use the pose control setting. Wan2.2-5B
has the capability of generating videos from images. Simi-
lar to our method, we incorporate hand pose sequences and
object trajectory control, and train it on our dataset. An-
chorCrafter [41] requires fine-tuning for new objects, while
HunyuanVideo-HOMA [12] is not publicly available; there-
fore, we only provide case demonstrations.
Metrics. We evaluate our method using several estab-
lished metrics. For visual quality, we use FID [26] and
FVD [31] to evaluate the image and video quality. For
object generation, we employ Object-IoU [41], which uti-
lizes SAM2 to extract object motion trajectory masks and
compute the intersection over union (IoU) with the ground-
truth mask. Additionally, Object-CLIP evaluates appear-
ance consistency by computing the CLIP cosine similar-
ity [22] between generated objects and reference objects.
We measure hand consistency using Landmark Mean Dis-
tances (LMD), leveraging OpenPose [3].

4.2. Main Results
Quantitative Results. Table 1 reports the quantitative
evaluation of our approach. Our method achieves the
highest scores in both object consistency and motion ac-
curacy. Although our FID and FVD are slightly lower
than UniAnimate-DiT, it is important to emphasize that
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Figure 3. Qualitative comparisons with other methods. Under challenging rotating objects and rapid jittering motions, alternative ap-
proaches fail to preserve visual object integrity or maintain plausible interaction dynamics, while our method demonstrates superior object
structure perception and realistic interaction, even when given a single-view object image as input.

UniAnimate-DiT and VACE are built upon the 14B Wan
model, whereas our framework is based on a 5B backbone.
Relative to our baseline Wan2.2-5B, our approach achieves
improvements in both image quality and video quality.
MimicMotion and VACE achieve low scores in object-IoU

and LMD, highlighting their inability to align object and
hand motions with the driving signals. Their object-CLIP
scores are also low, further indicating a failure to generate
consistent object appearances. By contrast, UniAnimate-
DiT and Wan2.2-5B obtain considerably higher object-IoU
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Figure 4. Comparison with HunyuanVideo-HOMA: while
HunyuanVideo-HOMA fails to generate the shoes and misrepre-
sents the bottom object’s size and structure, our method preserves
both texture and geometric structures.
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Figure 5. Comparison with AnchorCrafter: while AnchorCrafter
requires fine-tuning on specific objects, our model achieves com-
parable results without any fine-tuning and further demonstrates
superior human appearance consistency compared to Anchor-
Crafter.

and LMD scores, yet still remain far below our method.
Their object-CLIP scores are only marginally lower than
ours, which may be attributed to CLIP’s limited sensitiv-

ours w/o geometry 
feature

w/o texture
 feature

swapping 
injection layers w/o CPM

first frame &
driving conditions

Figure 6. Ablation study. Unlike other variants that exhibit object
deformation or texture errors, our method preserves consistency
and produces plausible motion interactions.

ity to fine-grained texture details, making it less capable of
capturing subtle appearance inconsistencies.

These quantitative results demonstrate the effectiveness
of our framework in advancing human–object interaction
video generation beyond current state-of-the-art baselines.
Qualitative Results. As illustrated in Fig. 3, the qualita-
tive results highlight the efficacy of our approach in han-
dling complex interaction scenarios. Notably, our method
retains its impressive performance during inference when
given a single-view object image as input. In the figures,
green boxes highlight inconsistent objects, orange boxes in-
dicate unrealistic interactions, and red boxes mark incor-
rect motions. Whether handling complex interaction mo-
tions with rigid objects such as shoes, or rapid dynamic
deformations of non-rigid objects such as clothing, our
method consistently achieves superior object structure per-
ception, better appearance preservation, and more plausi-
ble motion generation than existing approaches. In con-
trast, MimicMotion fails to preserve object appearance un-
der large-scale motions, often resulting in severe distortions
or even complete deformation. VACE produces unnatu-
ral human–object interactions that are misaligned with the
intended motion, while also altering the geometric shape
of the objects, thereby reducing video realism. Although
Unianimate-DiT achieves accurate motion control, it strug-
gles to maintain object texture and shape, leading to notice-
able deformations during rotation. Similarly, Wan2.2-5B
performs poorly when modeling complex interactions and
fails to maintain consistent object appearance.

Fig. 4 presents our results with HunyuanVideo-HOMA.
While our method generates reasonable interactive videos,
HunyuanVideo-HOMA suffers from object loss, inaccurate
textures and incorrect sizes. Fig. 5 compares our results
with AnchorCrafter. It is noteworthy that AnchorCrafter
requires fine-tuning for each specific object, whereas our
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model achieves competitive object consistency without any
fine-tuning. Furthermore, our approach demonstrates su-
perior human appearance consistency, while AnchorCrafter
often produces inconsistent facial representations.

By comparison, our method achieves precise perception
of both object shapes and appearances, producing inter-
action videos that are geometrically coherent and visually
faithful to the input references.

4.3. Ablation Study
Validation of Camera Pose Modulation. As presented in
Table 1, removing Camera Pose Modulation results in a no-
ticeable decline in both object-IoU and object-CLIP scores.
Consistent with these quantitative findings, Fig. 6 illustrates
that the absence of this component leads to object deforma-
tions and texture artifacts. Without the contextual condi-
tioning provided by Camera Pose Modulation, object con-
sistency deteriorates and the generated interactions appear
less natural.
Validation of Geometry Features Injection. We evaluate
the effectiveness of injecting geometry features integration.
As reported in Table 1, removing geometry features leads
to a reduction in both object-IoU and object-CLIP scores.
Fig. 6 shows that objects exhibit noticeable deformations,
particularly when rotation requires the synthesis of previ-
ously unseen regions in the first frame. These observations
suggest that, without effective geometric priors, the model
struggles to accurately capture and preserve object shapes.
In contrast, incorporating geometry features provides strong
structural priors that uphold 3D consistency and mitigate
ghosting, thereby enabling stable geometry and physically
coherent motion across multiple views.
Validation of Texture Features Injection. We evaluate
the effectiveness of texture feature injection by removing
this component. As shown in Table 1 and Fig. 6, the ab-
sence of texture feature injection leads to blurred or unstable
textures when objects undergo rapid motion, even though
their overall shapes are still preserved. This observation un-
derscores the critical role of texture features in maintaining
appearance fidelity under dynamic motion.
Validation of Swapping Injection Layers. To evaluate the
effectiveness of our injection policy, we exchange the order
of geometry and texture feature injection. As shown in Ta-
ble 1, this reversal leads to a decrease in both object-IoU
and object-CLIP scores. Fig. 6 further illustrates that al-
though both modalities are injected, altering the order pre-
vents the model from capturing accurate object structures or
fine texture details, thereby confirming the effectiveness of
injecting geometry feature before texture feature.

4.4. User Study
We conducted a user study to evaluate the quality of the
generated videos using five subjective criteria. For humans,

we assessed appearance consistency and hand motion accu-
racy, while for objects we evaluated appearance consistency
and motion accuracy. In addition, the overall video quality
was evaluated. For each test case, the results of all meth-
ods were randomly displayed, and participants were asked
to rate them on a scale from 1 to 5. A total of 30 partici-
pants were recruited, representing a diverse range of back-
grounds and experiences, with varying levels of familiar-
ity with video generation technology. This group included
15 males and 15 females, ensuring balanced gender rep-
resentation. The final scores were obtained by averaging
the ratings provided by the participants. As shown in Ta-
ble 2, our method consistently outperforms all other ap-
proaches across every evaluation criterion, with particularly
pronounced advantages on object-related metrics.

Method Human Object OverallAppearance Hand Motion Appearance Motion

MimicMotion 2.98 2.15 1.51 1.80 1.84
VACE 3.50 3.14 2.88 3.42 3.38
UniAnimate-DiT 3.26 3.59 3.12 3.11 3.68
Wan2.2-Pose 3.64 3.70 2.54 2.47 3.22
Ours 4.11 4.29 4.55 4.63 4.48

Table 2. User study scores. The rating score is on a scale from one
to five, where one is the lowest, and five is the highest score.

4.5. Limitations

Due to limitations of the training set, GeoHOI is trained on
single-person datasets and may therefore struggle to gener-
ate high-quality results in more complex multi-person sce-
narios. In addition, the system performs poorly when han-
dling transparent objects. Furthermore, inaccuracies in pre-
processing models (e.g., DWPose) can introduce errors into
the generated results.

5. Conclusion

We present GeoHOI, a generative system based on the DiT
architecture for producing human–object interaction videos
with complex motions. Our system introduces both geomet-
ric and texture features, and leverages a Multi-view Geom-
etry Prior Extractor together with a Hierarchical Injection
Policy to enable effective multimodal feature integration.
Extensive experiments demonstrate that, through novel ge-
ometric feature extraction and injection, GeoHOI outper-
forms existing methods. It ensures high-quality video gen-
eration, preserving object shapes and texture details while
maintaining realistic interaction dynamics, even under com-
plex motions such as rapid object deformation, rotation,
and interactions with non-rigid objects. This ability enables
GeoHOI to deliver consistent realism and coherence across
a wide range of challenging scenarios.
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