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Parameter Efficient Emotional Transfer for
Fine-Grained Emotional Audio-Driven
Talking Portrait Generation

Yiguo Jiang ¥, Xiaodong Cun

Abstract—Facial expression, especially emotion, plays a crucial
role in building a realistic talking portrait video from audio.
Previous emotional talking head methods train lip-synchronization
with video-level annotated emotion labels jointly. However, the
video-level annotated emotion labels make it hard to learn
the accurate frame-wise emotions. Besides, since the emotional
dataset is much smaller than the neutral faces, it becomes
harder to generate lip-synchronized portrait videos with accurate
expressions. To address these challenges, we propose a new method
for efficient emotional transfer and detailed emotion capture. In
detail, we first consider emotions as the residual of the neutral
expression and train additional adapters (LoRAs in our case) for
each emotion individually. Then, we use the frame-wise emotional
annotations as input and design a novel method to jointly optimize
the multiple adapters. After training, our method can produce
high visual quality results by driving audio and fine-grained
emotion guidance with negligible additional parameters. Extensive
experiments also demonstrate the effectiveness of theproposed
approach in synthesizing photo-realistic, emotionally expressive
talking portraits that are well-synchronized with the input audio
compared with other state-of-the-art methods.

Index Terms—Fine-grained emotional expression, parameter
efficiency, talking portrait generation.

1. INTRODUCTION

UDIO-DRIVEN talking portrait generation aims to cre-
ate realistic 2D portrait videos from audio, which is a
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crucial task in computer graphics and multimedia. Such tech-
nology has a wide range of applications, including the creation
of virtual avatars, dubbing for media, and enabling telepresence
communications. In addition to the synchronization with audio,
the emotion of the generated portrait is also a necessary com-
ponent that contributes to the vividness and realism of facial
animations, as it significantly affects the perceived authenticity
of the generated content.

Previous works [1], [2], [3], [4], [5], [6], [7], [8], have largely
centered on audio-lip synchronization, often overlooking the
aspect of controlling facial emotions in the generated videos.
Some recent methods [9], [10], [11], [12], [13], [14], [15],
[16], [17], [18] have integrated emotion control into talking
portrait generation to create expressive emotional talking heads.
Although these emotional audio-driven talking head generation
techniques have advanced rapidly, two primary issues persist.
First, these methods typically incur high costs [10], [13], [14],
[15], [16] due to the need for training or fine-tuning the entire
network for emotional talking heads generation. Second, the
quest for more precise, vivid, and fine-grained emotional control
is an ongoing challenge. We argue that these limitations might
be attributed to two main factors. On the one hand, the emotional
dataset is limited compared with the talking head videos of the
neutral face, and there is generally an insufficient emphasis on
the efficient reuse of knowledge acquired from emotion-agnostic
datasets. On the other hand, the utilization of emotion labels at
the video-level [9], [11], [12], [15] instead of frame-by-frame
leads to a generalized, mean emotive representation of the video,
rather than capturing the exact emotions conveyed in each frame.

To solve these challenges, we propose an efficient and effec-
tive emotional transfer method by leveraging the fine-grained
expression information encoded in each video frame. The
parameter-efficient transfer learning [19] serves as a good way
to relieve the requirements of the emotional dataset. Further-
more, employing frame-wise emotional guidance as conditional
information is also important to achieve fine-grained control of
each frame. Frame-wise guidance can provide a more detailed
representation of expressive features in each frame compared
to static video-level emotional labels.

Specifically, to implement the paradigm mentioned above,
we propose an audio-to-mesh and then a mesh-to-video pipeline
as shown in Fig. 2. In detail, we begin with an audio-to-3D
mesh model trained on datasets with neutral expressions to
focus on audio-lip synchronization, which subsequently allows
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Increased Intensity (Fear)

Our method enables flexible emotional control for audio-driven talking-head generation by leveraging an efficient emotional adapter. Given a driving

audio clip and the emotion label, our approach faithfully synthesizes expressive talking-head portraits with the target emotion via a 0.2M-parameter emotional
adapter. We adopt fine-grained, frame-wise emotional guidance to maintain the temporal continuity of learned emotional features, which further enables editing
of the generated videos, including modification of the emotion category and its intensity. Here, (a) shows inputting an audio clip to drive people to speak with
contempt emotion. (b) shows that emotions can transition smoothly between happy and sad throughout the video. (c) shows the intensity of the fear emotion

increases continuously throughout the video.
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Fig.2. The framework of our proposed method mainly consists of the follow-
ing parts. We initially train an emotion-agnostic base model for mapping audio
inputs to 3D mesh representations, as described in Section III-B1. Subsequently,
in Sections I1I-B2 and III-B3, we develop an emotion adapter to facilitate emo-
tion manipulation, building upon the aforementioned base model. Lastly, we
employ a face generator to transform the emotional 3D meshes into photoreal-
istic expressive 2D portrait images to synthesize output video in Section III-C.

for the use of a smaller emotional dataset in developing a
novel method for transferring emotion-related knowledge using
emotional talking videos. Building upon the audio-to-3D
mesh base model trained on neutral expressions, we use a
Low-Rank Adaptation (LoRA) [19] to facilitate the transfer of
emotional knowledge. Besides, to address the issue that prior
emotional talking head generation methods rely solely on
video-level one-hot emotional labels for emotion control, we
propose a novel adapter fusion method of the emotion-specific
adapters, based on the expression information of each video
frame. Our merge method enables the adapter to learn the
expression information more accurately through the frame-wise
emotional feature during the fusion process, thereby enabling
the merged adapter to achieve enhanced precision in emotional

control. Through the above steps, our method can achieve
fine-grained emotion control with negligible additional param-
eters in audio-to-3D mesh mapping. Finally, an audio-guided
face generator is used to synthesize the 3D meshes into
photo-realistic 2D emotional portraits. Experiments show that
the results of the proposed method achieve state-of-the-art
performance compared to the baseline methods in terms of
visual quality, lip-synchronization, and emotion accuracy.

In summary, our contributions are summarized as:

e We propose a novel method for fine-grained emotional
talking portrait generation by an efficient emotion trans-
fer mechanism based on LoRA adapters, which allows the
model to be quickly adapted to new emotional domains
without catastrophic forgetting.

® We present a novel adapter combination method that lever-
ages frame-wise emotional label to fuse the individual
emotion-specific adapters to learn more precise expression
features.

e Extensive experiments demonstrate the effectiveness of
our proposed approach in synthesizing photorealistic,
emotionally expressive talking portraits that are well-
synchronized with the input audio.

II. RELATED WORK

A. Audio-Driven Talking Portrait Generation

Audio-driven talking portrait generation aims to produce re-
alistic talking portrait videos that are synchronized with the cor-
responding speech content. Recent advances in deep learning-
based approaches [1], [2], [3], [4], [5], [6], [7], [8], [20], [21],
[22],[23],[24],[25], [26] have significantly progressed this field.
Some methods directly model the mapping between speech and
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facial features [1], [6], [27], [28]. Others use intermediate rep-
resentations, such as facial landmarks [20], [29], [30] and pa-
rameters of a 3D Morphable Model (3DMM) [2], [21], [31]. For
example, Wav2Lip [1] demonstrates effective synchronization
between lip motion and audio by employing an expert Sync-
Net [32] to align the speech and mouth region. MakeltTalk [20]
predicts landmarks from disentangled audio content and speaker
information. SadTalker [2] takes the approach of learning the ex-
pression and pose coefficients of a 3DMM separately. Anipor-
trait [22] first extracts a sequence of landmarks and then uses
this landmark sequence to generate portrait videos with tempo-
ral stability. Hallo [6] incorporates a hierarchical audio-driven
visual synthesis module to improve the precision of audio-visual
alignment. EchoMimic [8] generates high-fidelity talking head
videos by leveraging audio input and facial landmarks. Despite
these advancements, the majority of these methods primarily
focus on generating synchronized motion in the mouth region.
None of these existing methods take into account emotional con-
trol.

B. Emotional Audio-Driven Talking Portrait

Emotion enhances the vividness and expressiveness of fa-
cial animation, so it significantly affects the realism of the
generated portrait. Recently, some audio-driven talking portrait
generation methods have been focused on expression control
in generating portraits [9], [10], [11], [12], [13], [14], [15],
[16], [17], [18], [33], [34]. MEAD [9] introduces a high-quality
talking head video dataset annotated with eight emotion cate-
gories and proposes a method to condition talking head gen-
eration using a one-hot emotion label. EVP [10] decomposes
input audio into disentangled content and emotion embeddings.
EAMM [13] generates emotional talking faces by extracting dy-
namic emotional patterns from a source video and applying these
transferable patterns to an arbitrary audio-driven talking face.
PD-FGC [14] represents different facial motion factors via dis-
entangled latent representations and leverages an image genera-
tor to synthesize talking heads from these latent representations.
EAT [17] presents an approach to transform emotion-agnostic
talking-head models into emotion-controllable ones to increase
the flexibility of the method. EDTalk [18] employs three mod-
ules to decompose the facial dynamics into three distinct latent
spaces to represent the mouth, pose, and expression, respec-
tively. Meanwhile, there are some 3D emotional audio-driven
talking head generation methods [35], [36]. EmoTalk [35] disen-
tangles different emotions in the speech to generate rich 3D facial
expressions. EMOTE [36] proposes a supervision mechanism
with perceptual lip-reading and dynamic emotion losses and
a content-emotion disentanglement mechanism. These meth-
ods exhibit two primary limitations. First, training the entire
model to achieve emotional talking-head generation is ineffi-
cient. Second, using video-level emotional labels for supervision
tends to overlook the fine-grained expressive features present
in each frame. In our work, we achieve efficient emotional
transfer by adapting the emotional LoRA adapters to a basic
neutral talking-head model. We then use frame-level emotion
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guidance to fuse these adapters, thereby enabling the model to
learn fine-grained expressive features.

C. LoRA

LoRA (Low-Rank Adaptation) [19] is an efficient technique
for adapting and fine-tuning pre-trained large language mod-
els (LLMs) with a minimal increase in the number of train-
able parameters. Given a frozen pre-trained weight matrix
Wy € Réuwxdin T oRA introduces alow-rank update AW = BA
to capture the fine-tuning adjustments to the original weights,
where B € R%«*" and A € R™ % with r < min(doy, dip ). In-
stead of updating the entire weight matrix Wy directly, LoRA
trains only these compact low-rank matrices A and B, thereby
accelerating the adaptation process and diminishing computa-
tional expenses. Formally, LoRA can be represented as:

y=Wo+ AW)x = Wyz + BAz. (1

D. LoRA Combinations

In our task and other multiple LoRA tasks, model merg-
ing techniques have emerged to combine multiple task-specific
models into a single model with diverse abilities. Specifically, as-
sume there are K task-specific LORA adapters for the same base
layer. Each adapter is represented by an update AW}, = By, Ay
with rank 7. The goal is to construct a merged update AW*
that integrates these capabilities within a target rank and with
minimal interference. Such merging techniques include concate-
nation (Cat) [37], Singular Value Decomposition (SVD) [37],
Task Arithmetic [38], DARE [39], and TIES [40]. Cat combi-
nation [37] concatenates the ' LoRA matrices along the rank
dimension as follows: A,,ergeq = concat(As, ..., A, dim =
0), Bmergea = concat(By, ..., By, dim = 1). So this yields
AW* = BergedAmerged = Y1, B Ag. This approach is sim-
ple but the resulting merged adapter can have a large size due
to concatenation if many adapters are combined. Based on
the Cat results, SVD combination [37] applies singular value
decomposition to enforce a rank budget. It can capture the
principal shared directions but compromise task-specific LoORA
adapters. Task Arithmetic [38] forms a weighted sum of K task-
specific LoORA matrices as follows: A,ergeqa = > i weighty, *
Ak, Bierged = Y, weighty * By,. DARE [39] aggregates K
task-specific LORA matrices by randomly dropping parameters
at a specified drop rate and rescaling the retained parameters.
TIES [40] is a three-stage algorithm for model merging. It pro-
ceeds as follows: first, redundant parameters are pruned; second,
sign conflicts are resolved by forming an aggregate vector; and
third, parameters whose signs match the aggregate are averaged.
This procedure mitigates performance degradation arising from
redundancy and sign disagreement in the merged model. These
adapter-merging methods often fail to fully preserve the knowl-
edge encapsulated in individual adapters, rendering them unsuit-
able for direct application to our approach. In our work, we ex-
tend the TIES combination strategy to integrate emotion-specific
adapters and use fine-grained expression features encoded in
individual video frames to further refine the resulting merged
adapter.
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Stage 1: Training Audio-to-Lip on Large-scale Neutral Dataset
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Stage 2: Training each Emotion Adapter Individually
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Fig. 3.

The pipeline of our audio-to-3D mesh method. We achieve audio-driven emotional 3D mesh generation in three stages. In Stage 1 (Section III-B1), the

basic model is trained for audio-to-3D mesh conversion using a dataset of neutral expressions. For Stage 2 (Section III-B2), we train the emotion-specific adapter
for each emotion, leveraging the basic model from Stage 1. In Stage 3 (Section I1I-B3), these individual emotion-specific adapters are integrated to form a cohesive
representation, which is then further refined with fine-grained emotional guidance from each frame.

III. METHODOLOGY
A. Overview

We aim to generate high-fidelity emotional talking portraits
from audio. As shown in Fig. 2, our method first produces
high-quality 3D emotional portraits from the audio with emo-
tion labels. We leverage the knowledge from a basic audio-to-3D
mesh model on the emotion-agnostic datasets, and then the new
emotions are transferred via the emotional LoRA adapters. After
that, we combine the LoR A adapters from different emotions and
retrain them on the fine-grained emotion guidance to facilitate
the generation of emotional 3D meshes. Finally, the high-quality
emotional 2D video portraits are produced from the generated
3D-driven signals by our face render generator. In the following
sections, we give the details.

B. Audio to 3D Mesh Generation

Given a driving audio clip a and the emotion label e,,, the goal
here is to create an audio-to-3D mesh model M to generate the
emotional 3D mesh sequence Y = (¥1,.-.,y1), where T is
the length of visual frame sequence and n represents n kinds of
emotions. So conditioned on driving audio a and emotion label
ey, our audio-to-3D mesh model can predict emotional facial
motion based on past facial motions, formulated as:

2

where 6 represents the parameters of our audio-to-3D mesh
model.

Specifically, our emotional 3D mesh generation method con-
tains three stages as shown in Fig. 3. In stage one, we train
the basic audio-to-3D mesh model with the neutral expression.
Then, we train each emotion-specific adapter to achieve efficient

yt - M@(a7 en,y<t),
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emotion transfer. Finally, these emotion adapters are merged us-
ing frame-wise emotional guidance. Below, we give the details
of each stage.

1) Training the Audio to 3D Mesh Model on Neutral Videos:
By considering the emotional talking head model as the offset of
the emotion-agnostic model, we first train a base model on neu-
tral expression to obtain an accurate generic audio-to-3D mesh
model. The details of the model architecture are shown in stage 1
of Fig. 3. Following the state-of-the-art audio-to-3D mesh gener-
ation model, i.e., FaceFormer [41], we use the pre-trained speech
model wav2vec 2.0 [42] as the audio encoder E 4450, Which con-
verts the raw waveform speech into contextualized speech repre-
sentations. A linear layer serves as our motion encoder E,otion,
projecting the input face motion into the model’s dimensional
space. Then, we employ a masked transformer decoder D simi-
lar to the Faceformer [41] to process the contextual speech rep-
resentation and past facial motion features, thereby generating
the predicted facial motions. This transformer decoder D uses
causal self-attention to model the dependencies between each
frame in the context of past motions, and cross-modal attention
to align the audio and motion modalities. Subsequently, a linear
motion decoder Dy otion Mmaps the predicted facial motions to
3D meshes. In this stage, the audio-to-3D mesh model is trained
on the neutral face dataset [43], which have minimal facial emo-
tion but only have movement of the mouth area. Consequently,
the emotion label input to the emotion encoder Ee¢motion does
not contain expression information. In summary, this part of the
training is shown in stage 1 of Fig. 3, which can be expressed
as:

yt :Dmotion (D(Eaudio (a)7 Eemotion (en)"‘ Emotion (y<t ))) .
(3)
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2) Training Individual Emotion Adapter Using LoRA: Af-
ter training on the neutral expression, we aim to learn the spe-
cific emotional talking head based on the neutral model using
the emotional talking head dataset. As shown in stage 2 of
Fig. 3, we freeze the parameters in the base model and train
emotion-specific LoRA adapters to efficiently and effectively
transfer emotional knowledge without excessive computational
costs. Our audio-to-3D base model comprises various compo-
nents, such as the MLP emotion encoder E¢motion, MLP motion
decoder Dyotion, and the attention module within the trans-
former decoder D. However, we find that adding LoRAs in ev-
ery part might not yield accurate results. Thus, we give detailed
experiments and show that adding the LoRA module to the MLP
emotion encoder E¢motion and MLP motion decoder D otion
performs best. It might be because the attention module in the
transformer decoder D has learned more general audio-to-3D
knowledge, which has little direct impact on emotions. In con-
trast, the MLP layers used for encoding emotional information
and mapping emotional facial motions have a stronger influence
on the output distribution of specific emotions and are there-
fore more closely tied to emotional knowledge. In this stage,
the emotion encoder E¢motion takes emotion information e,
as input to produce emotion embedding. This emotion embed-
ding is then added to the facial motion features and fed into the
transformer decoder D to obtain the predicted emotional facial
motion features.

Specifically, for each emotion e;, we learn a distinct emo-
tion adapter AL .. and Al .. for the emotion encoder
Eemotion and the motion decoder D y,0ti0n respectively. When
considering the emotion encoder E¢motion, t0 assimilate the
emotional knowledge of ey, it is sufficient to train the parameters
AW( . ion Within the emotion adapter AL .. while keep-
ing the parameters W, otion Of the emotion encoder Egmotion
fixed. During the inference phase, by incorporating AW/, ..
and We,,otion as indicated in (1), we can generate an enhanced
emotion encoder EL .. that embodies the knowledge of the
specific emotion e;. An analogous approach is applied to the
motion decoder Dy otion to learn emotional knowledge. After
the above steps, we obtain the EL .. ‘and D! .. foreach
emotion e;. In this way, this allows us to get the emotional 3D
mesh as in (4):

ye=D inotion (D (Eaudio (a) ) Eoiamot ion (ei )+ Emotion (}A’<t ))) )
“)

where i represents a specific category of emotion.

3) Merging Adapters With Frame-Wise Emotional Guidance:
After learning the emotion-specific LoORA adapters individually,
to facilitate the performance and the ease of usage, we then com-
bine these adapters for emotional talking portrait generation. Di-
rectly using current LORA merge techniques in the LLM (Large
Language Model) field [37], [38], [39], [40] might damage each
adapter’s individual emotional knowledge, especially since we
have eight emotion-specific adapters. To address this limitation,
as shown in stage 3 of Fig. 3, we first combine and solve the
clash in the emotional adapters inspired by TIES [40]. Besides,
different from previous works that utilize the video-level an-
notations for emotion, in this stage, since our LoRA adapters
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Algorithm 1: TIES-Based Merging of Emotion-Specific
LoRA Adapters With Frame-Wise Emotional Guidance

Input: Base emotion encoder Fepotion With weights
Wemotion, motion decoder Dyyoion With weights Wiotions
trained emotion-specific LoRA adapters
{Aémotiom Allnotion}?zl with {AWelmotion’ AI/Velmotion ?:1’
pretrained POSTER-V2, training videos with frames
{frame, }, audio a, trimming threshold 7%.

QOutput: Merged emotional LoRA adapters

{ merge  jmerge } with { ATymerge A ppymerge }

emotion’ “ *motion emotion? motion

1: Frame-wise emotional guidance extraction
2:  for each training sequence and each frame ¢ do
3 eframe ¢ <— POSTER-V2(frame,) € R”
>n-dimensional fine-grained multi-label emotional
features
4: end for
TIES merging for each module
m € {emotion, motion}
for m € {emotion, motion} do
AW < TIES-Merge({AW; 1 1, 7%)
end for
ot «— base emotion encoder with weights
Wemotion + AW::;EZH
10: Do < base motion decoder with weights
Wmotion + AWI?;E%:I
12:  Fine-tuning merged adapters with frame-wise
emotional guidance

13: Freeze Wemotions Winotion; Update only

9]

RN

merge merge
AI/Vemotiom AVVmotion
14: for each training sequence with audio a do
15: 9t < Dinotion(D(Eaudio (@) Egotion (€frame) +
Emotion (g<t ) ) )

16: Compute loss L «+ loss(§, yt)

17:  Update AW;P:;EE“, AWnTjtrlii by minimizing L

18:  end for

19: return {Amerge Amerge } With {AWmerge AWmerge}

emotion’ “ *motion emotion’ motion

can be considered as a basis for different emotions, we utilize
more fine-grained guidance, i.e., frame-wise guidance, as the
condition for the emotional talking head generation.

The specific details of merging adapters are shown in
Algorithm 1. We first employ POSTER-V2 [44], a pre-trained
face emotion recognition model, to extract the fine-grained,
multi-label encoding of the expression information in each
video frame. This model generates an 8-dimensional emotion
vector for each frame, where each dimension represents a
distinct facial expression and its corresponding intensity. A
visual comparison between video-level labels and frame-wise
guidance is presented in Fig. 4. The comparison illustrates
that the frame-wise guidance ef.ame Offers richer detailed
expressive features than static video-level labels e,,. Then we
combine the trained emotion-specific adapters A' to obtain a
fine-grained merged emotion adapter A™°¢"8¢:

Amerge
emotion

:MTIES(A ai:1a2a"'an> (5)

i
emotion)
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Fig. 4. Visualization of the video-level label and frame-wise guidance for
the same training video. The emotion category of this training video is happy.
Distinct color bars correspond to various emotions, with the bar height indi-
cating expression intensity. For a given training video, the video-level label is
static across all frames; however, the actual expressions vary dynamically from
frame to frame. The frame-level guidance enables a more granular capture of
the expressive features inherent in individual frames of the video.

Amerge
motion

:MTIES(A )7i:172a"'7n7 (6)

i

motion
where n represents the total number of emotion types. Equa-
tions (5) and (6) both execute the same operation, Mrigs,
whose details are provided in Algorithm 2. Specifically, in
Mrigs process, we first trim parameters AW? within each
emotion-specific adapter that exhibits low-magnitude changes
compared to the base model parameters, ensuring only the
top-7% parameter values are retained. We then resolve param-
eter sign conflicts between each emotion-specific adapter. The
final step is to merge only those parameters in each adapter that
align with the collectively determined sign. For instance, as de-
picted in stage 3 of Fig. 3, (5) describes Mr1rg process where
the parameter AW?, .. of every emotional adapter AL .. -
undergoes trim and merge operation to produce a unified param-
eter AW'“"9°  of merged adapter Al orec . This combined

emotion emotion"
merge . . .
AWemotzm is then integrated with the parameter We,,otion Of

. merge
emotion encoder E¢potion to form the parameters of B 750

as prescribed by (1). At this frame-wise guidance training stage,
. merge s
we also only need to train the pjlginzeters AW within the
merged emotional adapter AZo 85 and keep the parameter
W emotion Of emotion encoder Egpmotion fixed. After the same
Migs operation, we can get DInoi8°  from (6). morge
néef;["eg obtaining the merged emotional adapters A~ ©-  and
Amotigon, we retrain them on the fine-grained emotional guid-
ance €frame- Lhis procedure is formulated as:

Ve =
Dxi:igc‘)en (D (Eaudio (a) ’ E:::;z%ieon (eframe )+Emoti0n (y<t ))) .

(N
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Algorithm 2: TIES-Merge: Trim-Sign-Merge for Adapters
1: function TIES-Merge{ AW} , 7%

2 Trim low-magnitude updates
3 for i =1ton do
4: v « flatten(|]AW;|)
5 N « length(v)
6: K« |7% - N|
7 0 + kth_largest(v, K)
&: for each parameter index % do
9: if [AW'[k]| < 6 then
10: AW?k] < 0
11: end if
12; end for
13: end for
14: Resolve sign conflicts
15: for each parameter index k do
16: s < sign(>_1, sign(AW?[k])) >Compute
consensus sign
17: for i = 1ton do
18: it AW?[K] # 0 and sign(AW?[k]) # sj then
19: AW?k] < 0
20: end if
21: end for
22: end for
23: Merge surviving updates
24: for each parameter index k£ do
25: AW™eree[k] « Agg({AW[k]}™,) >Average
over non-zeros
26: end for

27 return Alymeree
28: end function

This fusion strategy allows the model to combine each emotion-
specific adapter A based on the expression composition of each
frame, rather than relying on a static merging technique. As a
result, the fused fine-grained emotional adapter A™€r&€ pre-
serves the emotional knowledge acquired by individual adapters
Al and attains enhanced precision in emotion control compared
to single emotion-specific adapters Al

4) Loss Function: We involve several losses to calculate the
difference between the predicted 3D mesh Y, = (F1,-- 1)
and the ground truth Y¢ = (y1, ..., yT), where T is the number
of video frames. The first loss is the 3D mesh reconstruction loss
L., whichis aframe-wise Mean Squared Error (MSE) between
the predicted 3D face mesh and the ground truth mesh:

T
L'rec - Z ||yt - Yt||2 ) (8)
t=1

this loss is also used for training the basic auido-to-3D mesh
model in stage 1 of the Fig. 3.

Besides, for emotion generation, we find single L,.. can
not capture the detailed face changes in both emotion and
lip-synchronization. Thus, we involve the velocity loss L,.; for
this purpose similar to [43]. In detail, L,,.; computes the L dis-
tance between the consecutive frames between predicted outputs
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Mouth loss area

Ihput image

Fig. 5. Visualization of the masked mouth area loss.

and ground truth vertices, which can be expressed as:

T-1
Lyer = Z |(Fe1 — Fe) — (yerr — yo)l>- )
t=1

Furthermore, to better generate a lively expression, we pro-
pose a masked loss L,,,,, in the mouth region. It attends more
closely to facial vertices in the regions that are crucial for
audio-visual synchronization and conveying emotions, such as
the lower half of the face. The visualization of the masked mouth
loss area is illustrated in Fig. 5. Optimizing this mouth area loss
significantly improves both the accuracy of lip movements and
the overall expressiveness of the synthesized talking portraits.
The mouth area loss can be written as:

T V
Lm.ou = Z Z ||yt,v - yt,v||2 )

t=1v=1

(10)

where V represents the number of vertices in the mouth loss
area.

Overall, the losses for our LoRA adapter training (stage 2 and
stage 3) can be expressed as:

Ltotal = )"rLrec + )W;Lvel + )\mLmouv (11)
where A, Ay, Ay, are the hyper-parameters, respectively.
C. Photo-Realistic Face Render From 3D Mesh
After getting the predicted 3D meshes Y = (F1,.-,¥T)s
we render them to rendering images Ry = (ry,...,rT) by us-

ing the shape, texture, light, and camera 3DMM coefficients,
where T is the number of video frames. These synthesized
rendering images Ry = (rq,...,r1) are then transferred into
photo-realistic face images Iy = (i1, ...,ir) through our face
generator G.

Specifically, we utilize the StyleUNet [45] as our fundamen-
tal translation generator. The StyleUNet employs an encoder-
decoder architecture specifically designed for image-to-image
translation tasks. Analogous to UNet [46], the encoder cap-
tures multi-scale features which are then relayed to the decoder
through skip connections. This StyleUNet structure is trained
adversarially using a StyleGAN discriminator [47]. However, if
the synthetic rendering image is directly transferred to the re-
alistic image, it is difficult to explicitly control each emotion
because the latent space of StyleUNet is highly coupled [33].
To address this, we incorporated emotion information into the
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face generator for precise emotion control. Specifically, the emo-
tion label e, is mapped to the latent space and then added to
the latent. Additionally, to enhance audio-visual synchroniza-
tion in the generated talking videos, we integrate the audio fea-
tures into the face generator. These audio features, extracted by
the pre-trained speech model wav2vec 2.0 [42] from the input
driving audio a, are also integrated into the latent space. This
render-to-image process is shown in Fig. 2, which can be written
as follows:

it = Gd)(aaenart)) (]2)

where ¢ represents the parameters of face generator G. Re-
garding loss functions, we adhere to the methodology outlined
in [45], employing L1 loss and perceptual loss with a VGG19
network [48] during the training phase. Additionally, we incor-
porate Generative Adversarial Network (GAN) loss to facilitate
adversarial learning.

IV. EXPERIMENTS AND RESULTS

A. Experimental Setup

1) Dataset and Implementation Details: We train and eval-
uate our framework on the MEAD [9] and CREMA-D [49]
dataset. MEAD is a high-quality emotional talking-head video
dataset with 8 kinds of emotions. Here we select 4 subjects, two
males and two females, following the same test cases mentioned
in EAT [17] and EDTalk [18]. For CREMA-D, we select 2 sub-
jects as test cases. The training videos are sampled to 25 FPS
and the audio sample rate is 16KHz. Since the MEAD dataset
does not come with 3D meshes, for each video, we first per-
form parametric model fitting to extract 3DMM coefficients, and
then input these 3DMM coefficients into FLAME [50] to get 3D
meshes as training data to train our audio-to-3D mesh model.
Our method is implemented in PyTorch and trained on a single
NVIDIA 4090 GPU. Using the MEAD dataset as an example,
we train the audio-to-3D mesh module with eight emotions, each
with approximately 100 seconds of video. This stage uses the
Adam optimizer with a learning rate of 1e — 4 and a batch size of
1. Each emotion-specific LoRA adapter is trained for 0.5 hours
on the corresponding emotion videos; the hyper-parameters A,
Ay, and A, in this stage are set to 1, 6, and 5, respectively. In
the merging adapters training stage, we fine-tune the merged
adapter for 6 hours. The A, A,, and A,, are set to 1, 1, and 3,
respectively, and the trimming threshold 7% is set to 50%. Fi-
nally, the face renderer is trained for 14 hours using Adam with
a learning rate of 2e-3 and a batch size of 4.

2) Evaluation Metrics: We consider the following four types
of metrics to measure the generated emotional talking portrait
videos:

Emotional accuracy: The emotional accuracy of the talking
videos is assessed using the Emotion-Fan classifier [51], as ref-
erenced in EAT [17].

Audio-visual synchronization: We use the lip-sync metric
Sync-C from SyncNet [32] mentioned in Wav2Lip [1] to eval-
uate the accuracy of the synchronization between the audio and
the produced video. Additionally, the Landmark Velocity Dif-
ference (LVD) metric is applied to the mouth (M-LVD) area
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TABLE I
QUANTITATIVE COMPARISONS WITH THE STATE-OF-THE-ART METHODS ON MEAD [9] AND CREMA-D [49] TEST SET. THE N./A. IN THE ADAPTER PARAMS
COLUMN MEANS THAT THESE METHODS TRAIN THE ENTIRE MODEL FOR EMOTIONAL TALKING HEAD GENERATION. TIME DENOTES THE AVERAGE TIME COST
OF GENERATING ONE SECOND OF 25 FPS VIDEO. - MEANS THE MODEL ON THE CORRESPONDING DATASET IS NOT AVAILABLE.

MEAD [9] / CREMA-D [49]

Adapter . Emotion .

Parzfms Accemo T FID | M-LVD | Sync-C 1 Time Control Type Modeling
MakeltTalk [20] N./A. 12.88/16.67 8597/51.78 1.79/1.776 490/ 391 2.77s N.J/A. One-shot 2D-based
SadTalker [2] N./A. 12.88 /16.67 8478 /63.27 1.84/1.776 6.93/6.85 4.70s N./A. One-shot 2D-based
Aniportrait [22] N./A. 12.88 /16.67 42.45/37.87 1.86/1.88 4.82/437 32.79s N./A. One-shot 2D-based
Hallo [6] N./A. 12.88 /16.67 41.19/3245 1.76/1.83 6.29/6.07 53.33s N.J/A. One-shot 2D-based
Echomimic [8] N./A. 12.88 /16.67 3898 /33.00 1.74/1.80 589/506 35.57s N.J/A. One-shot 2D-based
EAMM [13] NJ/A. 13.49/29.17 8392/63.32 1.77/1.79 3.51/4.32 3.54s Reference One-shot 2D-based
PD-FGC [14] NJ/A. 4294 /5417 8021 /4249 1.88/1.89 539/4.00 1.86s Reference One-shot 2D-based
EDTalk-V [18] NJ/A. 54.75/45.83 49.31/3877 1.87/1.78 7.97/6.69 4.77s Reference One-shot 2D-based
SDTFG [11] N./A. - /6042 - /3512 - /1.89 - /523 0.85s Label One-shot 2D-based
EVP [10] NJ/A. 49.25/ 26.75 /1 1.69 / 3.82/ 8.96s Label Person-specific ~ 3D-based
EAT [17] | 139M  77.30/58.33 47.53/3698 1.73/187 743/628  4.98s Label One-shot 2D-based
Ours 02M  8389/66.67 21.79/2052 1.67/170 503/496 501s LneErined oo specific  3D-based

Label

to evaluate the accuracy of lip movements in the synthesized
videos, following the EVP [10].

Visual quality: The Frechet Inception Distance (FID)
score [52] is utilized to measure the image quality of synthe-
sized emotional talking videos.

B. Comparison With Other Methods

We conduct quantitative comparisons with other state-of-
the-art methods on the MEAD [9] test dataset, including
MakeltTalk [20], SadTalker [2], Aniportrait [22], Hallo [6],
Echomimic [8], SDTFG [11], EVP [10], EAMM [13], PD-
FGC [14], EAT [17], and EDTalk [18]. The results of EVP [10]
are tested on subjects provided by the author. For EAMM [13],
PD-FGC [14], and EDTalk [18], which derive expressions
from emotional videos, we selected videos with corresponding
expressions from the MEAD dataset as emotion references.
Table T shows our method outperforms others in terms of
visual quality and emotional accuracy, demonstrating its
proficiency in learning precise emotion features through
fine-grained frame-wise expression guidance. Regarding effi-
ciency, methods such as EVP [10], EAMM [13], PD-FGC [14],
MakeltTalk [20], SadTalker [2], EDTalk [18], Aniportrait [22],
Hallo [6], Echomimic [8], which train the entire network for
talking head generation, are found to be parameter-inefficient.
Although EAT [17] employs a fine-tuning approach, its emo-
tional adapter comprises 13.9 M parameters. In contrast, our
emotional adapter contains a mere 0.2 M parameters, showing
the superior efficiency of our emotion control method. Further-
more, we report the average inference time required to generate
one second of video at 25 fps. Diffusion-based methods, such
as Aniportrait [22], Hallo [6], and Echomimic [8], require
substantially more time for inference. In contrast, our approach
and other GAN-based methods produce results within seconds.
Among 3D-based approaches, our method achieves faster
inference than EVP [10]. For audio-visual synchronization, our
method exhibits performance comparable to other methods.
The superior Sync-C scores may not necessarily ensure better
results, as the SyncNet [32] model is exclusively trained on

neutral emotion videos. And our method achieves superior
M-LVD scores, indicating that the lip movements generated by
our model more closely approximate the ground truth.

We further make visual comparisons with other state-of-
the-art methods. As shown in Figs. 6 and 7, our method shows
the results with more vivid and faithful facial emotional details
that closely resemble the original expression of the ground truth,
particularly in the lip corners, wrinkles, eyes, and eyebrow
areas. Moreover, the talking head videos generated by our
method boast higher definition, showing clear teeth and skin
details compared to other methods. Furthermore, our approach
stands out in identity preservation, which can produce more
personalized speaking and emotional styles closer to ground
truth identity. The emotions generated by PD-FGC [14] and
EAMM [13] exhibit limited consistency with the designated
emotion labels, and they often result in blurred facial details.
While EAT [17] and EDTalk [18] are capable of producing
expressions that align with emotion labels, they struggle to
preserve personalized speech and emotional styles that are
consistent with ground truth identity.

C. User Study

To further evaluate the quality of the generated emotional
talking videos, we conduct a user study with 14 participants.
This study assesses the talking videos across three dimensions:
audio-visual synchronization, video quality, and emotional ac-
curacy. Scores range from a minimum of 1 to a maximum of 5.
We selecte 12 audio clips from the MEAD test dataset, cover-
ing 8 emotions, to generate talking video samples for different
methods: EVP [10], PD-FGC [14], SadTalker [2], EAT [17],
EDTalk [18], and our method. The user study results are shown
in Table II. Our method achieves the best scores for video quality
and emotion accuracy, while demonstrating comparable perfor-
mance in audio-visual synchronization.

D. Ablation Studies

We perform detailed ablation studies to show the effectiveness
of each design in our methods.
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Visual comparison with other state-of-the-art methods for emotional talking portrait video on the MEAD [9] test dataset. This figure primarily illustrates

the comparative outcomes of our method relative to MakeltTalk [20], SadTalker [2], PD-FGC [14], EVP [10], EAMM [13], EAT [17], EDTalk [18], Aniportrait [22],
Hallo [6], and Echomimic [8] with respect to emotional accuracy, visual quality, identity preservation, and lip synchronization. For a more detailed examination,

kindly enlarge the image or view our supplemental video.

TABLE I
USER STUDY ON MEAD TEST DATASET

] SadTalker PD-FGC EDTalk EVP EAT Ours GT
Lip-sync 3.09 3.30 3.53 261 340 343 479
Video quality 3.97 1.91 3.09 334 330 399 4.064
Accemo 1.61 2.56 3.52 1.84 3.66 3.68 468

1) LoRA Adapter on Different Modules: We conduct the ab-
lation experiment to confirm the efficacy of applying LoRA
in our adaptable MLP emotion encoder E¢motion and motion
decoder Dyotion t0 learn expression-related knowledge. We
explore different adapter placements, including the attention
module in the transformer decoder D and the MLP emotion
encoder Ecmotion and motion decoder Dyotion. The visual
analysis of Fig. 8 demonstrates that applying the LoRA to the
attention module within the transformer decoder D results in
a mouth area with a reduced opening, more closely resembles
the mouth movements associated with neutral expressions. In

TABLE III
QUANTITATIVE RESULTS OF THE ABLATION STUDY FOR LORA ADAPTER ON
DIFFERENT MODULES AND MASKED MOUTH LOSS

\ Accemo?T FID| M-LVD |  Sync-C 1
LoRA on attention 85.42% 26.37 1.66 5.26
w/o mouth loss 83.33% 23.87 1.65 5.48
Ours 89.58% 19.67 1.61 5.85

contrast, employing the LoRA on both the MLP emotion en-
coder E¢motion and motion decoder Dy otion produces a mouth
that displays characteristics of surprise, aligning more closely
with the ground truth. The quantitative results presented in
Table Il reveal that applying LoR A to the attention module of the
transformer decoder D not only fails to learn the more precise
expression knowledge but also damages generic audio-visual
synchronization. These findings indicate that the MLP emo-
tion encoder Egmotion and motion decoder Dyotion modules
have a stronger correlation with expressions, while the attention
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SadTalker MakeltTalk

Ours EAT EAMM EDTalk PD-FGC SDTFG Echomimic Hallo

GT

Fig. 7. Visual comparison with other state-of-the-art methods for emotional
talking portrait video on the CREMA-D [49] test dataset. This figure primarily
illustrates the comparative outcomes of our method relative to MakeltTalk [20],
SadTalker [2], SDTFG [11],PD-FGC [14], EAMM [13], EAT [17], EDTalk [18],
Hallo [6], and Echomimic [8] with respect to emotional accuracy, visual quality,
identity preservation, and lip synchronization.

LoRA on attention w/o0 mouth loss Ours GT

Fig. 8. Qualitative results of ablation study for LoRA adapter on different
modules and masked mouth area loss. The emotion of the talking videos is
surprising. The expression we generated is closer to ground truth, with a more
widely opened mouth, reflecting more obvious surprised characteristics.

module in the transformer decoder D has learned more gen-
eral audio-to-3D mesh knowledge that should remain largely
unchanged. By strategically applying the LoRA to the MLP
emotion encoder Egmotion and motion decoder Dmotion, We
achieve efficient and effective emotional transfer, while preserv-
ing the general audio-to-3D capabilities of the base model.
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Full finetune Each adapters SVD + frame guidance

TIES + video label Ours

Cat + frame guidance

Fig. 9. Qualitative results of the ablation study for different training methods.
The emotion of the talking videos is happy. The synthesized mouth exhibits a
wider opening and more closely matches the ground truth.

TIES

SVD Cat

Merge directly without our fine-tuning

Merge + our frame-wise guided fine-tuning

Fig. 10.  Qualitative results of ablation study for our adapter merge via frame-
wise emotion-guided fine-tuning. Our fine-tuning with frame-wise emotional
guidance can eliminate artifacts in the generated 3D mesh.

2) Mouth Area Loss: We perform an ablation study to as-
sess the impact of masked mouth area loss. Results presented
in Table IIT and Fig. 8 indicate that mouth area loss enhances
the vividness and accuracy of generated facial expressions, in
addition to improving audio-visual synchronization and visual
quality.

3) Adapter Merge Via Frame-Wise Emotional Guidance:
Current adapter merging techniques, such as Singular Value De-
composition (SVD) [37], concatenation (Cat) [37], TIES [40], if
used directly after merging, tend to destroy the individual knowl-
edge captured by each adapter, especially when dealing with a
large number of adapters. As shown in the upper part of Fig. 10,
directly employing SVD, Cat, and TIES to amalgamate individ-
ual emotional adapters results in generated emotional 3D meshes
with pronounced artifacts. This suggests that such straightfor-
ward merging techniques can compromise the expression knowl-
edge acquired by each emotional adapter. However, following
our finetune with frame-wise emotional guidance, the merged
adapter demonstrates an enhanced ability to accurately recon-
struct emotional knowledge.
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TABLE IV
QUANTITATIVE RESULTS OF THE LORA COMBINATION IN AUDIO-TO-3D MESH
GENERATION
\ Adapter Params ~ Accemo T FID | M-LVD |
Full finetune N.A. 97.92% 25.92 1.62
Each adapters before merge 1.94M 89.58% 19.67 1.61
SVD + frame-wise guidance finetune 0.24M 100.00% 21.78 1.61
Cat + frame-wise guidance finetune 1.94M 100.00% 22.39 1.59
Video-level label finetune 0.24M 89.58% 19.09 1.60
Ours 0.24M 100.00% 18.08 1.59

Ours

Render image w/o audio-uided

Fig. 11. Qualitative results of the ablation study for our audio-guided face
render. The first image on the left is the rendered image used as input for the
face render. The emotion category of the talking videos is happy.

Subsequently, we conduct ablation studies for different audio-
to-3D mesh training methods. Our approach, which utilizes
frame-wise emotional guidance to guide TIES merging, is
compared to several alternative methods: full model fine-tuning,
individual emotion-specific adapter learning via LoRA, frame-
wise guidance guided SVD and Cat merging, and video-level
label guided TIES merging. As shown in Fig. 9, our meth-
ods yield a mouth that more closely matches the ground truth.
Moreover, as shown in Table IV, after our frame-wise emotion
guidance finetune, these merging methods outperform both indi-
vidual emotion-specific adapters and the fully fine-tuned model
in emotional accuracy, audio-visual synchronization, and visual
quality. Most importantly, our approach requires training only
an emotional adapter with 0.24 M parameters. Furthermore, a
solitary adapter suffices to regulate all emotions, offering conve-
nience significantly superior to the need for individual adapters
for each emotion. Moreover, as presented in Table IV and Fig. 9,
our approach leverages frame-level guidance during fine-tuning,
yielding more precise control over emotional expression than
fine-tuning with video-level labels. This demonstrates that our
method offers effective and efficient emotional transfer by using
frame-wise feature guided TIES merge.

4) Audio-Guided Face Render: We conduct the ablation
study on the audio-guided face render. Our results, presented in
Fig. 11 and supplement video, show that inputting the features
of driven audio into the face render can enhance the audio-visual
synchronization and naturalness of the generated emotional talk-
ing head video.

E. Generalizability Analysis

Our method is a person-specific approach for generating
high-quality emotional talking head videos, which is also prac-
tical since our method can produce more personalized speak-
ing and emotional styles. Compared to single-image animation
methods, our approach excels in the quality of appearance de-
tails and identity preservation. Moreover, one-shot methods typ-
ically require enormous emotional images for training, while our
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Fig.12.  The emotional portrait results driven by in-the-wild audio. We give the
mouth ground truth as a reference. Our method accurately generates emotions
while ensuring lip synchronization that aligns with the ground truth mouth.

method trains on about 100 seconds of emotional videos. Despite
our method can not directly infer a new identity without specific
training, it can be driven by in-the-wild audio as in Fig. 12. And
in the supplementary video, we provide talking portrait videos
driven by in-the-wild audio for a more intuitive demonstration.

F. Emotion Editing

Our approach utilizes fine-grained frame-wise emotional
guidance, so the learned emotional features are continuous. This
enables editing capabilities for the generated talking videos, in-
cluding modifying the emotion category and intensity level. In
addition to supporting the use of a single interpolated emotional
label like EVP [10] and EAT [17] to control emotion over the
whole video, our method additionally supports a novel emotion
editing technique - dynamically modifying the emotions frame
by frame during the video. These manipulation capabilities are
visually illustrated in Fig. 1 and supplementary.

G. Limitation and Future Work

Although our method achieves SOTA performance on emo-
tional talking head generation, we still have limitations. The
generated video will show a slight flicker when the emotion
changes during a video. This limitation arises from the challenge
of ensuring completely consistent environmental settings when
collecting training videos with different emotions, necessitat-
ing uniformity in aspects such as character hairstyles, clothing,
and lighting conditions. Consequently, our face render is unable
to perfectly translate the continuous emotional representation
from the 3D mesh to the 2D image. We give the examples in our
supplemental video.

Among various control modalities, our method focuses on
expression control in talking-head generation. For head pose
control of the generated portrait, we extract FLAME head pose
parameters from a provided reference video to guide the gen-
eration. The gaze of the generated portrait is directly driven by
the audio signal, and we do not explicitly model or control eye
gaze direction. In future work, we will explore finer-grained gaze
control.
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V. CONCLUSION

In this paper, we present a novel and efficient method for
audio-driven emotional talking portrait generation by consider-
ing the scarcity of emotional talking head video datasets and the
accuracy of emotional labels. Thus, we propose a multi-stage
method to solve these problems. Firstly, we train the basic
audio-to-3D mesh model on the neutral expression dataset. Sub-
sequently, we employ LoRA to train emotion-specific adapters
on their respective emotional videos for efficient emotional
transfer. After that, these adapters are merged, and frame-level
fine-grained emotional guidance is utilized to further refine the
training of the merged adapter, thereby achieving more precise
emotional control. Finally, the produced 3D emotional meshes
are input into our audio-guided face renderer for 3D-to-2D video
conversion, resulting in high-quality and faithful emotional talk-
ing portrait videos. Following our pipeline, our method achieves
state-of-the-art performance on the emotional talking portrait
generation.
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