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Fig. 1. HOMA is a multimodal-driven human animation framework for human-object interaction (HOI) generation, utilizing weak conditions to enable HOI
video generation, delivering high-fidelity results from a single object input while maintaining strong generalizability across applications.

While recent advances in human-object interaction (HOI) video generation
showcase promising capabilities for synthesizing coordinated human-object
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dynamics, existing methods remain constrained by their reliance on meticu-
lously curated motion sequences and actor-specific data, thereby limiting
practical scalability and user accessibility. Furthermore, generalization to
novel object appearances and interaction scenarios remains understudied.
To address these limitations, we propose HOMA, a weakly conditioned
multimodal-driven HOI video generation framework that introduces sparse,
decoupled motion guidance to enhance controllability and reduce depen-
dency on stringent input conditions. Our approach encodes appearance
and motion signals into the dual input space of a multimodal diffusion
transformer (MMDIT), fusing them within a shared context space to enable
temporally consistent and physically plausible interactions. To optimize
learning efficiency and feature injection accuracy, we introduce a parameter-
space HOI adapter initialized with pretrained MMDIT weights to preserve
prior knowledge while enabling efficient adaptation. Additionally, we de-
sign a facial cross-attention adapter for audio-driven lip synchronization,
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ensuring anatomically accurate speech animation. Extensive experiments
demonstrate that HOMA achieves state-of-the-art performance in interac-
tion naturalness and generalization under weak supervision, outperforming
existing methods by significant margins. We further illustrate HOMA's ver-
satility through diverse applications, including text-conditioned generation
and interactive object manipulation, facilitated by a user-friendly demo
interface. The project page is https://bone-11.github.io/homa-page/.

CCS Concepts: « Computing methodologies — Computer vision; Ani-
mation.
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1 Introduction

Human image animation for generating human-centric videos [Chang
et al. 2023; Hu 2024; Wang et al. 2024b; Xu et al. 2024b] has been
extensively studied in recent years. Advancements in video diffu-
sion models have markedly enhanced the quality of synthesized
human motion, while concurrently enabling diverse driving modal-
ities such as pose [Hu 2024; Zhang et al. 2024] and audio [Ji et al.
2024; Lin et al. 2025; Meng et al. 2024; Zhang et al. 2023]. Building
upon single-human-driven methodologies, recent breakthroughs
have integrated human-object interaction (HOI) into these frame-
works [Fan et al. 2025; Pang et al. 2024; Xu et al. 2024a; Xue et al.
2024], enabling the generation of interactive objects alongside their
corresponding motion dynamics. These approaches offer consider-
able potential for generating realistic human-object interactions in
videos, a capability with broad applications across diverse domains,
including online retail, digital advertising, and film production.

Despite the progress in HOI video generation, significant chal-
lenges persist in achieving robust generalization and applicability.
A major limitation stems from the reliance on strong motion control
mechanisms, such as actor-captured motion sequences [Fan et al.
2025; Xu et al. 2024a; Xue et al. 2024] or computationally inten-
sive 3D modeling [Pang et al. 2024]. These requirements impose
constraints on real-world usability. Furthermore, while existing
methods demonstrate proficiency in handling simple rigid objects,
their generalization to diverse object categories—including rigid
objects with intricate geometries and surface properties, as well
as deformable or articulated objects—remains understudied and
inadequately addressed.

To address these challenges, we propose HOMA, a novel frame-
work built upon HunyuanVideo [Kong et al. 2024], designed to
provide a more practical and flexible solution for HOI video gen-
eration through a multimodal-driven human animation pipeline.
To mitigate the reliance on strongly supervised motion sequences,
we explore a weak motion control paradigm that enhances both
user editability and model adaptability. Specifically, we introduce
a spatially sparse and decoupled motion condition, where only a
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single arm skeleton and the trajectory of the object’s center point
are employed as minimal representations of human and object mo-
tion. This formulation captures essential interaction dynamics with
the weakest possible control signal. Built upon this weak condition
model, our framework enables the animation of a reference human
and the seamless injection of interactive objects into the generated
video, achieving controllable motion and natural interactions. Ad-
ditionally, we incorporate text and audio inputs as complementary
modalities, offering further control flexibility while maintaining the
framework’s sparse input philosophy.

Under weak condition control, the model is expected to produce
reasonable outputs despite missing substantial guidance. In such
scenarios of weak guidance and strong inference, we argue that the
model should be encouraged to leverage generative priors to fill
in the uncontrolled components while still adhering to the given
controls. To address this issue, we introduce a novel approach built
upon the input context space of multi-modal diffusion transformer
(MMDIT) [Esser et al. 2024] for controllable HOI generation. Specifi-
cally, we encode appearance and motion conditions into the context
space of the MMDIiT framework, ensuring precise and coherent inte-
gration of both visual and kinematic information. To enhance object
appearance consistency and improve the plausibility of human-
object interactions, we introduce an HOI Adapter, which is also in
MMDIT architecture and initialized with the pretrained parameters
from HunyuanVideo [Kong et al. 2024], leveraging prior knowledge
to accelerate convergence and achieve superior consistency and
interaction realism. For lip-syncing control, we propose an Audio
Cross-attention Adapter that injects speech signals into facial re-
gions of generated videos, enabling temporally aligned and anatom-
ically accurate lip movements. By exploiting the model’s generative
priors, our approach effectively enhances the consistency of object
injection. The data pipeline and training strategies are designed to
optimize the performance of the HOMA framework, including a
depth-aware approach to filter out real-world video data without
human-object interaction.

Experimental results demonstrate that HOMA outperforms ex-
isting methods, with improved generalization capabilities of object
appearance preservation and interaction naturalness. Various ap-
plications under different weak conditions are also demonstrated,
including motion generation guided by different types of weak pose
control, text-conditioned generation, and diverse modifications to
object appearance and trajectory. Additionally, we present an inter-
active demo to support our weak-condition framework and facilitate
user-guided refinement. In summary, our contributions are as fol-
lows:

e We propose HOMA, a novel framework that introduces weak
motion guidance to reduce the dependency on strong motion
conditions for HOI video generation, achieving both flexibility
and precision for real-world applications.

e Under limited weak conditions, we explore a novel solution to
inject HOI appearance and motion in a manner that aligns with
the model’s generative prior and enhances consistency in condi-
tioning and naturalness in interaction generation.

e We conduct comprehensive quantitative and qualitative evalu-
ations to validate the effectiveness of HOMA, benchmarking it
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against state-of-the-art diffusion-based methods for HOI video
generation and showcasing multiple application scenarios.

2 Related Work
2.1  Motion-controllable Human Video Generation

With the advancement of video generation models [Blattmann et al.
2023; Kong et al. 2024; Wang et al. 2025a; Zhou et al. 2024], the con-
trollability of human subjects has become a central research focus.
Key challenges include accurately controlling human motions using
multimodal inputs such as pose and audio while preserving identity
and appearance. For pose-driven control, the research trajectory
includes methods from UNet-based approaches [Hu 2024; Huang
et al. 2024; Tu et al. 2024; Wang et al. 2024d,c; Zhang et al. 2024;
Zhu et al. 2024] to DiT-based methods [Shao et al. 2024; Wang et al.
2025b], which progressively improves motion fidelity and temporal
coherence. For audio-driven control, representative works from head
animation [Chen et al. 2025; Ji et al. 2024; Tian et al. 2024; Zhang
et al. 2023], semi-body animation [Corona et al. 2024; Lin et al. 2024;
Meng et al. 2024] to full-body animation [Lin et al. 2025]. However,
these methods primarily focus on single-subject animation. Even
as model capacities improve, enabling plausible motion generation
from images depicting well-structured human interactions, the lack
of attention to non-human subjects (e.g., objects, environments)
still constrains the ability of current systems to achieve controllable
human-object interaction video generation.

2.2 Human-object Interaction Video Generation

As controllable human video generation continues to improve, a
key emerging agenda is how to enable human-object interaction
grounded on controllable human motion. Outside of video gener-
ation, researchers have focused on generating human-object and
human-scene motion [Ghosh et al. 2023; Jiang et al. 2024a,b; Li et al.
2023; Peng et al. 2023; Xu et al. 2023]. Within video generation,
some approaches aim to retain real human-object interactions in
existing videos while replacing either the human or the object. For
example, MIMO [Men et al. 2024] and AnimateAnyone2 [Hu et al.
2025] attempt to substitute human subjects in complex dynamic
interaction scenes, whereas HOI-Swap [Xue et al. 2024] and Re-
HoLD [Fan et al. 2025] focus on replacing handheld objects within
a real video. However, these approaches rely on real videos as a
foundation and are thus limited to editing existing content, lacking
the ability to generate human-object interactions from scratch.

Other works have explored object injection in human animation
to human-object interaction video generation from scratch. For in-
stance, AnchorCrafter [Xu et al. 2024a] fine-tunes target objects and
utilizes multi-conditional inputs such as pose and depth to repre-
sent interaction-aware human motion. ManiVideo [Pang et al. 2024]
achieves accurate control of interaction motion through precise 3D
modeling of both the human and the object. Nevertheless, these
methods rely on strong conditional inputs, making them difficult to
apply in unconstrained scenarios. Our proposed HOMA explores a
weak HOI condition for user-friendly generation and accomplishes
high generalizability of the objects.

Various types of pose condition
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Fig. 2. We explore a weak HOI condition, where each component of the hu-
man pose can be optionally removed, and the object’s motion is a sequence
of dots indicating the center points of its trajectory.

3  Method

In this section, we propose the weak condition for HOI video gener-
ation in Sec. 3.1, our weak condition driven network architecture in
Sec. 3.2, and the training strategies and data curation in Sec. 3.3.

3.1 Weak HOI Condition Setting

A core challenge in HOI video generation is acquiring expressive
yet editable motion inputs. Existing methods rely on actor per-
formances or just swapping objects, limiting scalability and user
controllability. We propose a sparse, user-editable input framework
that leverages minimal but semantically meaningful conditions to
generate realistic, physically plausible interactions.

We formulate weakly conditioned HOI video generation as ani-
mating a reference human image Iy with an inserted object image
Io, producing an output video ¥ = {y!*"} with human-object in-
teraction of n frames. Two separate motion sequences guide the
human-object interactions under intentionally weak controls (Fig. 2).
Human motion is driven by sparse skeletal sequences P = {p'"}, se-
lectively removing all body parts except the arms in contact with the
object; finger skeletons are optionally excluded to reduce difficulty
for users to specify, with finger motion inferred contextually. Object
trajectory is represented by a dot sequence D = {d!""} indicating
the object’s center point, enabling autonomous orientation infer-
ence and avoiding the unnatural constraints of naive bounding-box
methods.

Our framework also supports text T and audio A = {a'™} as
complementary control signals. The text offers intuitive semantic
guidance, while audio enables the animated human not only to act
but also to talk as expected in an end-to-end manner.

3.2 Architecture

3.2.1 Preliminaries. We propose our framework to accomplish the
weak-conditioned HOI video generation. Our network architecture
is modified from HunyuanVideo-T2V [Kong et al. 2024], including
an MMDiT-based [Esser et al. 2024] video diffusion model and a
3D VAE model [Kingma 2013] with encoder Enc and decoder Dec.
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Fig. 3. Architecture of HOMA. HOMA is built upon the multi-modal diffusion transformer and is composed of context fusion, HOI adapter, and

audio adapter.

During training, the video sequence X is encoded into the latent
space as Zy = Enc(X) = {Zé:”} and flow matching [Lipman et al.
2022] is used as the training objective. During inference, a set of
initial latent variables U = {u!"} is sampled from standard Gaussian
noise and progressively denoised over T timesteps to produce an
estimate Zy. The final output video is then obtained via decoding,
Y = Dec(Zp) = {y*"}.

3.2.2 Context Fusion. To effectively leverage the model’s gener-
ative prior, we propose a context fusion strategy for object and
human injection in the input spaces. The overall architecture is
illustrated in Fig. 3. Context fusion involves two spaces, namely, the
latent space and token space. The latent space is encoded by the
VAE encoder as Z = Enc(X), RoPE [Su et al. 2024] is added to pro-
vide position information. Subsequently, a patch embedding layer
P maps the latent features into the token space, yielding H = P (Z).
In the following, we introduce our context fusion strategy from two
perspectives: appearance and motion.

Appearance Context Fusion. The main purpose of this module is to
maintain the appearance of human image Iy and injected object Ip
during animation. Due to the different requirements of humans and
objects, we propose a separate manner to inject their appearance. For
the human image Iy to be animated, we propose a channel-concat
style injection approach performed on input latent space:

Zcar = concate(Z, Zref)> (1)

where Z is the input noise, Z,.. ¢ is the VAE feature extracted from
Iy, Z, Zref € [b, f,h,w,cl, Zcar € [b, f, h, w,3c], and concat, is the
channel-wise concat operation. The output embedding Z.,; is then
input into the DiT blocks. The proposed channel concatenation
scheme aims to maintain the structural and semantic content of
the reference image. As for the object image Ip, we perform object
injection from both the token space and the latent space. In token
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space, we adopt a temporal-concat style scheme:
H = concaty(Hyp . H), (2)

where Hyp; € [b, 1, h, w, c] is the object feature extracted from Ip as
H,pj = P(Enc(lp)) and concaty is the temporal-wise concat opera-
tion. After temporal-concat, the output H is in [b, f + 1, h, w, c]. The
RoPE is set with offset=-1 for the temporal-concat image. Unlike
reference human images that aim to preserve original content, ob-
ject appearances are inserted into the video content. Therefore, we
adopt an injection strategy that aligns more closely with the video
generation context—specifically, the object is injected at frame -1
and emerges in the subsequent frames. In addition, given the ef-
fective injection of the human representation in the latent space,
we introduce object appearance features into the latent space to
further improve stability. The object is copy-pasted to the image
region indicated by trajectory to serve as strong appearance prior:

Zopjlpits (3)

and the features are then concatenated along the channel dimension
in the latent space. The final channel concatenation is:

_ iin i _
ZObj|D - {Zobj|Zobj -

Zcat = concatc(Z, Zyef, Zopj|D)> (4)

where the final dimension of Zg4; is in [b, f, h, w, 3c]. Beyond im-
proving injection consistency, the size of spatially aligned and pasted
object Z,j | p also affects its final scale in generated video. Impor-
tantly, ours does not suffer from noticeable copy-paste artifacts.
To enhance global semantics, we extract LLaVA [Liu et al. 2023]
visual features from both human and object images and fuse them
with the feature of text T, and feed it to MMDIT’s text branch.

Motion Context Fusion. We perform motion context fusion in
latent space as well. For the injection of human pose and object
trajectory, we also adopt a separate-then-merge style module, where
the two motion conditions are processed independently before being
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fused. For the pose sequence P and the object trajectory sequence
D, we first use the 3D VAE to map them into feature representations
Zpose = Enc(P) and Z,p; = Enc(D), and then use separate one-
layer CNN &pose and Eyrqj to project them into latent space as
Zpose = Epose(Zpose) and Zypj = Etraj(Z,pj). Human pose and
object trajectory features are then added to the appearance channel-
concat latent to get the final input:

Z =Zcat + Zpose + Ztraj- (5

We observe that the separate-then-merge design leads to better
appearance preservation. Analysis is provided in the ablation study.

3.2.3 HOI adapter. We observed that the model struggled to learn
sufficient information about the appearance of the object. We at-
tribute this to weak gradient propagation when injection is limited
to the input layer, due to the network’s depth. To address this, we
propose the HOI Adapter—a multi-layer injection strategy that in-
troduces object features at several points within the network. We
posit that effective adapter design relies on leveraging the original
model’s parameter space, rather than constructing entirely new
representational branches. Therefore, we modify the structure of
original MMDiT’s double-stream block, where the text token is re-
placed by object token H,y, and the weights are initialized with
pretrained parameters. The HOI Adapter is formulated as:

H = H + Mask,p,; ® Sel fAttn([H, Hypj + RoPE(=2)]),  (6)

where the object feature H,y,; is token-concat with the hidden fea-
ture H, followed by a self-attention layer for feature interaction.
The adapter output is added back to Hppise Within the object region
Mask,yj to provide a precise location. We also use a DINO [Caron
et al. 2021] feature of Ip combined with time embedding to provide
semantic information. By injecting object information across mul-
tiple layers, the model learns object injection more effectively and
accurately. To preserve compatibility with the original representa-
tion space, we initialize the adapter’s self-attention weights from
the corresponding MMDIT blocks. HOI Adapters are inserted only
into the even-numbered layers.

3.24  Audio Cross-attention Adapter. We propose a cross-attention
style injection module for audio input. The input audio feature A
is mapped with an MLP layer into Hy,,4;,, then we utilize a cross-
attention layer to modify the face region:

Onk:
Vd
where Qn = WopH,Ka = Wka-Ha, Va = Wya-Ha, and Maskg e,
is the mask with the face-region. The cross-attention adapters are

added to the odd-numbered layers of MMDIT blocks.

H =H + Mask4ce ® Softmax(

)+ Va, ™

3.3 Training Strategy and Data Curation

We adopt a three-stage training strategy. Stage one focuses on learn-
ing human pose control using human-only datasets, with appear-
ance injected via channel-concatenated reference images and a pose
encoder &pose. In stage two, we introduce HOI data at 512x512
resolution, enabling the model to learn object control while incor-
porating pose and audio conditions. E;rqj is initialized from Epose-

[
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Fig. 4. Depth-aware HOI Data Curation.

Stage three increases the resolution to 512X896 to enhance visual
quality and high-resolution generation capability.

To address the scarcity of HOI training data and annotations, we
propose an automated pipeline for selecting human-object interac-
tion (HOI) video clips, comprising three stages:

o Step-I: HOI Recognition. We prompt Qwen-VL [Wang et al. 2024a]
to identify whether a video contains HOI and caption objects.

o Step-II: HOI Extraction. Using the generated object captions, we
apply Grounding-DINO [Liu et al. 2024] and SAM2 [Ravi et al.
2024] to perform object detection and segmentation.

o Step-III: HOI Filtering. To reduce false positives (e.g., irrelevant
background objects), we use DepthAnythingV2 [Yang et al. 2024]
to estimate depth maps. We compare the mean depths of the
segmented object and hand regions, retaining only those with
similar depths to ensure plausible physical interaction.

4 Experiments
4.1 Experimental Settings

4.1.1 Implementation Details. We use a fixed learning rate of le-
5 across all stages. Training is conducted on 48x96G GPUs with
a total batch size of twelve. The total training consists of 16,000
steps in stage one, followed by 2,000 steps in stage two, and 5,000
steps in stage three. To improve generalization and robustness, we
apply data augmentation to the object images, including random
scaling, rotation, and position shifting. Human pose information
is extracted using DWPose [Yang et al. 2023], while audio features
(when applicable) are processed using Librosa [McFee et al. 2015].
Each generated video has a duration of five seconds.

4.1.2  Dataset. We apply depth-aware HOI(Human-Object Interac-
tion) data curation to internet-sourced videos to support training
under diverse interaction scenarios and finally collect approximately
140 hours of training data. For evaluation, we conduct experiments
on two test sets: AnchorCraft test set: The AnchorCrafter [Xu
et al. 2024a] test set includes four objects and four persons with
simple object types and basic interaction motions. We reorganize
the AnchorCraft test set via resampling, resulting in 80 clips. Self-
collected test set: To evaluate more challenging scenarios, we
construct a custom test set from Internet videos, containing 100
clips with complex human-object interactions and diverse object
appearances. Audio inputs are randomly collected for both test sets.
We conduct quantitative and qualitative evaluations on each test
set to assess the model’s generalization ability across varying levels
of interaction difficulty. Due to page limit, AnchorCrafter test
set results are in the supplementary materials.
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4.1.3 Comparison Methods. We compare our method with the fol-
lowing methods: AnchorCrafter [Xu et al. 2024a], VACE-14B [Jiang
et al. 2025], MimicMotion [Zhang et al. 2024], StableAnimator [Tu
et al. 2024], UniAnimate-Dit [Wang et al. 2025b], and EchoMimic-
v2 [Meng et al. 2024]. AnchorCrafter [Xu et al. 2024a] is a human-
object interaction video generation approach that requires fine-
tuning on the target object. VACE-14B [Jiang et al. 2025] is a general
video editing framework based on the 14B video model Wan [Wang
etal. 2025a] and we use the pose control setting. MimicMotion [Zhang
et al. 2024], and UniAnimate-DiT [Wang et al. 2025b] generate mo-
tion from a person image and a sequence of poses. EchoMimic-
v2 [Meng et al. 2024] takes audio and a human image as input. For
methods not originally designed for human-object interaction, we
composite the object into the person image to approximate an in-
teractive scenario. For a fair comparison, all compared methods
utilize the original motion inputs, and our method uses the whole
full pose for inference. AnchorCrafter requires finetuning on the
target object and is compared only in the AnchorCrafter test set.

4.1.4 Metrics. We evaluate our method using several established
metrics. For visual quality, we use FID [Heusel et al. 2017] and
FVD [Unterthiner et al. 2018] to evaluate the image and video qual-
ity. Object CLIP (OC) [Xu et al. 2024a] is used to evaluate the object
consistency by computing the CLIP [Radford et al. 2021] similarity
of the objects between ground-truth and generated videos within
the bounding box. Additionally, Subject Consistency (SC) [Xue et al.
2024], Background Consistency (BC) [Xue et al. 2024], and Motion
Smoothness (MS) [Xue et al. 2024] are employed to measure general
video quality. For hand motion quality, we calculate Hand Agree-
ment Score (HAS) [Xue et al. 2024] and Hand fidelity (HF) [Xue
et al. 2024]. To evaluate hand-object interaction quality (HOQ), we
use InternVL3-78B [Chen et al. 2024; Zhu et al. 2025] to identify
videos with good interaction quality. To evaluate lip synchroniza-
tion, we adopt the commonly used Sync-C [Chung and Zisserman
2017], which measures the alignment confidence between visual
and audio.

4.2 Comparison Results

4.2.1 Quantitative Results. As shown in Table 1, our method achieves
the best FID and FVD scores, indicating superior visual quality. The

Object CLIP (OC) score is notably the highest among all methods.
This highlights the strong ability of our framework to preserve

object appearance. The results on SC, BC, and MS are comparable

to others, reflecting solid structural coherence and smooth motion.
Moreover, on our self-collected test set with more complex inter-
action scenarios, we achieve the highest Hand Agreement Score

(HAS), indicating strong generalization under challenging condi-
tions. Given the limitations of objective metrics in evaluating fine-
grained hand-object interactions, the user study provides a more

comprehensive and trustworthy assessment of interaction quality.
Sync-C scores are also comparable to Echomimic-v2, validating the

effectiveness of our audio injection design.

4.2.2  Qualitative Results. In Fig. 5, we present the qualitative com-

parisons of the self-collected test set, where our method achieves bet-
ter preservation of human and object appearances, along with more
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Table 1. Quantitative results of our method compared with SOTAs.

Self-collected test set

Method FID| FVD/ OCt SCt BCt HAST HFf MST HOQT Sync-Ct
MimicMotion 8356 107202 8170 9348 93.82 8751 99.16 99.08 76 -
Echomimic-v2 10020 133206 79.82 94.65 9292 8684 9954 99.04 66 412

StableAnimator 125.84 1530.48 79.26 88.19 91.36 8398 94.97 98.42 41
UniAnimate-DiT  83.18  844.32 83.74 95.82 94.96 83.17 99.48 99.27 83
VACE-14B 77.07  968.79  82.88 9473 9559 7574 99.87 99.04 90 -
HOMA (ours) 51.60 502.69 90.05 9519 9445 87.93 9876 99.14 97 4.33

Table 2. Ablation results with 512x512 resolutions.

Method FID| FVD| OCt SCt BCT HASt HFf MSt Sync-CT
HOMA (ours) 38.32 386.83 88.75 93.87 93.65 88.23 98.70 98.78 4.81
w/ bbox 76.73 72024 8223 9286 93.86 8573 9836 98.89

w/ gaussian dot 86.54 691.56 80.74 94.46 94.60 85.69 98.883 99.05

w/o token concat 7438 681.18 82.18 93.88 93.86 84.73 9834 98.64

w/0 channel concant 7438 799.24 84.90 94.04 9414 8529 97.30 98.93

w/ fix-copy 5848 588.63 85.83 93.99 9423 8541 97.96 98.67

single motion enc. 50.3¢ 50591 86.82 9431 9442 8562 98.86 98.99

w/o adapter 62.09 58238 82.01 92.04 93.60 84.87 99.48 98.90

w/ cross-attention 52.65 592.44 8339 9222 9377 8558 9859 98.97

even-numbered audio layers 41.14 399.90 86.3¢ 93.54 9349 87.37 98.05 98.76 4.76

consistent and visually stable results. MimicMotion produces reason-
ably accurate hand poses but fails to generate the object. Echomimic-
v2 suffers from inconsistent object generation and noticeable flicker-
ing artifacts on the character, while StableAnimator tends to produce
flawed or anatomically incorrect hands. Unianimate-DiT maintains
good subject consistency but struggles to generate realistic and co-
herent interaction motions. VACE-14B produces high-quality videos
overall but fails to faithfully preserve the appearance of the object.
In contrast, our method generates high-quality human-object in-
teraction videos that are visually coherent, temporally stable, and
faithful to the reference inputs.

4.3 Ablation Studies and Discussion

To facilitate efficient comparison across different variants, all ab-
lation experiments are conducted at a resolution of 512x512 with
2,000 training steps. The self-collected test set is utilized to verify the
ablations studies. We focus on key components of our framework,
including the object motion setting and architecture variants.

4.3.1 Analysis of Object Motion Setting. To evaluate our dot-based
object motion strategy, we compare three variants: bounding box
(bbox), Gaussian-colored dot (Gaussian dot), and the proposed dot
trajectory (dot). As shown in Fig.6 and Table2, bbox control enforces
explicit constraints on position, size, and orientation, but often
results in rigid or unnatural motion during complex interactions.
Gaussian-dot is used as input to the motion encoder, similar to
standard dot. Its main difference is the color strategy: Gaussian-
dot applies Gaussian color falloff at each joint, while the standard
dot only draws the outline. The outline-only dot better matches
the human pose skeleton, and when using pose encoder weights
to initialize the object motion encoder, it enables faster training
convergence and better adaptation to human motion dynamics.

4.3.2  Analysis of Context Fusion. We evaluate the impact of appear-
ance and motion context in our network via ablation. For object
appearance context, we compare three variants: (1) without token
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Reference Image

Object Image

w/ bbox

Input Images w/ gaussian dot

Fig. 6. Ablation results of different object motion.

concat, (2) without channel concat, and (3) with fixed-location chan-
nel concat (w/ fix-copy). Results (Table 2, Fig. 7) show that all vari-
ants reduce appearance fidelity. Removing the token concat has the
most significant effect, highlighting its importance for conveying
fine-grained textures. Retaining token concatenation while remov-
ing channel concatenation preserves partial appearance, though
alignment issues with pose motion lead to degraded coherence. Fix-
ing channel concat to a static location is less effective than our

Reference Image

Ilnconsistentl Unrealistic I—Flawed I
|_o_bject_J interaction Lhﬂds_]

Object Image

=

alignment strategy, which avoids copy-paste artifacts and ensures
semantically meaningful guidance.

w fix-copy

Input Images Input Pose

token concat channel concat

Fig. 7. Ablation results of context fusion.

For motion context fusion, we evaluate an alternative encoding
strategy (Fig. 8, Table 2) in which human pose and object motion are
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fused into a single composite motion map and processed by a shared
motion encoder. This naive fusion leads to a noticeable drop in object
appearance consistency. We attribute this to motion entanglement:
merging heterogeneous motion sources without modality separation
introduces semantic interference, degrading the model’s ability to
encode and preserve object-related motion effectively.

w/ single motion enc.

Input Images Input Pose ours

Fig. 8. Ablation results of motion encoder.The qualitative results indicate
that employing the separate motion encoder enables more effective disen-
tanglement between the appearances of the human and the object.

4.3.3  Analysis of HOI Adapter. We assess the effectiveness of our
proposed HOI Adapter by comparing two variants: (1) removing
the adapter entirely, and (2) replacing its self-attention with a cross-
attention layer akin to the audio adapter (Sec.3.2.4). As shown in
Table2 and Fig. 9, removing the adapter leads to significantly slower
convergence and failure to follow the motion dot, often resulting in
the object appearing on the incorrect hand. The cross-attention vari-
ant also suffers from poor appearance preservation and inaccurate
position injection, likely due to distribution mismatch. In contrast,
reusing the pretrained MMDIT self-attention weights aligns more
closely with the model’s internal priors, enabling more accurate and
efficient HOI injection.

v
.

L

w/o w

ours
Input Images Input Pose adapter cross-attention

Fig. 9. Ablation results of HOI adapter. Without HOI adapter, the capability
to track object motion is not well disentangled; instead, it is inherently
coupled with the human pose.

4.3.4  Analysis of Audio Adapter. To verify the effectiveness of the
audio injection module, we explore the location of the injection
layer of the audio cross-attention adapter. We modified it to even-
numbered layers for 512-resolution ablation as in Table 2. Due to
the conflicts with the HOI-adapter in the same injection layers, the
even-numbered audio cross-attention module performs worse.
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Reference Image
—

i Object Image

Do, e

FO/A

Fig. 10. Comparisons with different types of poses.

Table 3. Quantitative results of our method compared with SOTAs.

Self-collected test set

Condition types FID, FVD, OC} SCt BC HAST HFf MST
Full pose 5160 50269 90.05 9519 9445 87.93 9876 99.14
Full torso w/o fingers 5136 53022 8974 9475 9370 87.24 9823 99.18
Arms w/ fingers 5361 52963 89.95 9498 9395 8742 9921 9930
Armsw/o fingers 5458 55353 89.42 9508 9417 8683 9837 98.80

4.3.5 Comparison between Strong and Weak Conditions. We show
the results for various conditions in Fig. 10 and Table 3. Compared
with strong conditions, weak conditions show comparable perfor-
mance while offering greater ease-of-use for users, such as easier
acquisition and editing.

4.4  User Study

We conduct a user study to evaluate the quality of generated videos
using five subjective metrics: Human consistency, object consistency,
motion consistency, interaction naturalness, and video quality. The
two test sets are applied in the user study. For each test case, we
present the results from all methods and ask 15 users to score them
from one to five. The final scores are then computed by averaging
the scores given by the users. As shown in Table 4, our method
consistently outperformed others across all criteria.
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Table 4. User study scores.

AnchorCrafter test set / Self-collected test set
Human Object Motion Interaction Video

Method Consistency T Consistency T Consistency T Naturalness T Quality T
AnchorCrafter 3.56/- 3.46/- 2.79/- 3.38/- 3.27/-

MimicMotion 1.43/1.31 1.33/1.26 1.37/1.32 1.34/1.29 1.81/1.47
StableAnimator 1.55/1.78 1.24/1.18 1.17/1.16 1.31/1.15 1.76/1.38
Echomimic-v2 2.16/1.60 1.25/1.23 1.25/1.33 1.28/1.24 1.87/1.48
UniAnimate-DiT 3.05/2.40 2.64/2.05 2.09/2.14 2.32/2.14 2.64/2.20
VACE-14B 3.23/2.92 2.95/2.77 2.55/3.09 2.92/3.48 2.92/3.37
HOMA (ours) 3.90/3.52 3.69/3.66 3.15/3.84 3.61/4.00 3.59/3.78

4.5 More Results

We provide more results to showcase the practical applications and
generalization capability of our method. To avoid copyright issues,
we use the generated images as reference human input.

References

Full-torso

Result
of full-torso

Two-arms

Result
of two-arms

Single-arm

Result
of single-arm

Fig. 11. Results with different types of weak poses.

Results with Different Weak Pose Types. We demonstrate the con-
trollability of our method across a variety of weak human pose
scenarios, as illustrated in Fig. 11. The results show that our frame-
work effectively adapts to diverse poses while maintaining coherent
object interactions and consistent appearance.

Influence of Text Prompt. We explore the impact of combining
weak pose guidance with text-based control, as illustrated in Fig. 12.
The results demonstrate that our method can effectively integrate
minimal pose information with textual semantics to generate coher-
ent and semantically aligned motions.

Results of 3D spatial Rotation of Objects. Our dot-based object
trajectory condition cannot directly control object rotation; how-
ever, due to the model’s inherent capability, we also observed some
rotation effects, as shown in Fig. 13.

B
.- =~ '.‘.’ﬁ J | J
References

Prompt: A woman stands in a bright living room with a smile. She wears a beige short - sleeved T - shirt with a
brown pocket on the left chest.

Prompt: A woman stands in a bright living room. She waves her left arm gently.

Fig. 12. Influence of Text Prompt.

4 ‘i___
0.2 Yl

Reference human Object

Human poses Object trajectory

-
="

Reference human

i

Fig. 14. Results of Non-Rigid Objects.

Variations of Object Appearance and Motion. We present additional
experimental results to demonstrate the versatility of our method.
The results of various object appearances and motions are shown in
Fig. 14 and Fig. 15, including flexible objects. The results highlight
our model’s ability to adapt to varying object appearances while
maintaining consistent identity and motion coherence.
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Fig. 15. Results of various object appearance and motion.

4.6 Interactive Demo
(o - T e T

Edited pose
sequence 1

Edited pose
sequence 2

Fig. 16. Interactive Demo. Our interactive demo supports uploading either
a single frame or a sequence of human poses, along with an object image.
It allows users to adjust the object size on the first frame by resizing the
bounding box. Users can select specific frame indices to edit, and perform
drag-and-drop editing of both the human pose and the object position on
each selected frame. Additionally, the demo supports interpolation between
edited frames to generate smooth motion sequences.

We provide an interactive web demo that allows users to intu-
itively define human-object interactions by manually dragging the
human pose and object position. This interactive tool grants the
model adaptive freedom to resolve ambiguities, bridging the gap
between artistic intent and generative feasibility. The web UI and
use examples are illustrated in Fig. 16.
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5 Conclusion

In this work, we propose HOMA, a novel framework for human-
object interaction (HOI) video generation under weak control con-
ditions. We explore a weak HOI condition setting to alleviate the
reliance on hard-to-obtain strong HOI motion inputs. To this end,
we propose a context fusion strategy and the HOI Adapter lever-
aging the generative prior, enabling the generation of HOI videos
with high generalization and natural human-object interactions un-
der limited input conditions. Extensive quantitative benchmarks
and qualitative analyses demonstrate the superior performance of
HOMA compared to existing diffusion-based approaches in human-
centric video generation and editing. Furthermore, we validate the
generalizability and applicability of our framework across a variety
of real-world scenarios, including various object appearance and
motion, different types of poses, and a user-friendly web demo.
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